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Abstract

The original |1Pv6 conceptual sending algorithmdoes not do | oad
sharing anong equi val ent | Pv6 routers, and suggests schenes that can
be problematic in practice. This docunent updates the concept ual
sending algorithmin RFC 2461 so that traffic to different
destinations can be distributed anbng routers in an efficient

fashi on.

1. Introduction

In the conceptual sending algorithmin [ND] and in the optional
extension in [ ROUTERSEL], a next hop is chosen when no destination
cache entry exists for an off-link destination or when comuni cation
through an existing router is failing. Normally, a router is
selected the first time traffic is sent to a specific destination IP
address. Subsequent traffic to the same destination address
continues to use the same router unless there is sone reason to
change to a different router (e.g., a redirect nessage is received,
or the router is found to be unreachabl e).

In addition, as described in [ADDRSEL], the choice of next hop may

al so affect the choice of source address, and hence indirectly (and
to a lesser extent) nay affect the router used for inbound traffic as
wel | .
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In both the base sending algorithmand in the optional extension,
someti mes a host has a choice of nultiple equivalent routers for a
destination. That is, all other factors are equal and a host nust
break a tie via sonme inplenmentation-specific nmeans.

It is often desirable when there is nore than one equival ent router
that hosts distribute their outgoing traffic anong these routers.
This shares the | oad anpong multiple routers and provi des better
performance for the host’s traffic.

On the other hand, |oad sharing can be undesirable in situations
where sufficient capacity is avail able through a single router and
the traffic patterns could be nore predictable by using a single
router; in particular, this helps to diagnose connectivity problens
beyond the first-hop routers.

[ ND] does not require any particular behavior in this respect. It
specifies that an inplenmentati on nay al ways choose the same router
(e.g., the first in the list) or may cycle through the routers in a
round-robin manner. Both of these suggestions are problenatic.

Clearly, always choosing the sane router does not provide |oad
sharing. Sonme problenms with | oad sharing using naive tie-Dbreaking

t echni ques such as round-robin and random are di scussed in

[ MULTI PATH . While the destination cache provides sonme stability
since the determination is not per packet, cache evictions or
timeouts can still result in unstable or unpredictable paths over
time, lowering the performance and making it harder to diagnose
probl ems. Round-robin selection may also result in synchronization
i ssues anong hosts, where in the worst case the load is concentrated
on one router at a tine.

In the renai nder of this docunment, the key words "MJST", "MJST NOT",
"REQUI RED', "SHALL", "SHALL NOr“, "SHOULD', "SHOULD NOT",
"RECOVMENDED', "MAY", and "OPTIONAL" are to be interpreted as
described in [ RFC2119].

2. Load Sharing

When a host chooses frommultiple equivalent routers, it SHOULD
support choosing using sonme nethod that distributes |oad for

di fferent destinations anong the equival ent routers rather than

al ways choosing the sane router (e.g., the first inthe list). This
meno takes no stance on whether the support for |oad sharing should
be turned on or off by default. Furthernore, a host that does
attenpt to distribute |oad among routers SHOULD use a hash- based
schenme that takes (at |east) the destination |IP address into account,
such as those described in [ MILTIPATH], for choosing a router to use.
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Note that traffic for a given destination address will use the sane
router as long as the Destination Cache Entry for the destination
address is not deleted. Wth a hash-based schene, traffic for a

gi ven destination address will use the sanme router over tinme even if
the Destination Cache Entry is deleted, as long as the |ist of
equi val ent routers remai ns the sane.

3. Security Considerations

As nentioned in [ MULTI PATH, when next-hop selection is predictable,
an application can synthesize traffic that will all hash the same,
making it possible to | aunch a denial -of -service attack agai nst the

| oad-sharing algorithm and overload a particular router. This can
even be done by a renote application that can cause a host to respond
to a given destination address. A special case of this is when the
same (single) next-hop is always selected, such as in the algorithm
allowed by [ND]. Introducing hashing can nmake such an attack nore
difficult; the nore unpredictable the hash is, the harder it becones
to conduct a denial-of-service attack agai nst any single router.

However, a malicious |ocal application can bypass the algorithmfor
its own traffic by using nechani snms such as raw sockets, and renote
attackers can still overload the routers directly. Hence, the
mechani sns di scussed herein have no significant increnmental inpact on
Internet infrastructure security.
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This docunent is subject to the rights, licenses and restrictions
contained in BCP 78, and except as set forth therein, the authors
retain all their rights.

Thi s docunent and the information contained herein are provided on an
"AS | S" basis and THE CONTRI BUTOR, THE ORGANI ZATI ON HE/ SHE REPRESENTS
OR I'S SPONSORED BY (IF ANY), THE I NTERNET SOCI ETY AND THE | NTERNET
ENG NEERI NG TASK FORCE DI SCLAI M ALL WARRANTI ES, EXPRESS OR | MPLI ED

| NCLUDI NG BUT NOT LIMTED TO ANY WARRANTY THAT THE USE COF THE

| NFORVATI ON HEREI N W LL NOT | NFRI NGE ANY RI GHTS OR ANY | MPLI ED
WARRANTI ES OF MERCHANTABI LI TY OR FI TNESS FOR A PARTI CULAR PURPCSE.

Intell ectual Property

The | ETF takes no position regarding the validity or scope of any
Intell ectual Property Rights or other rights that m ght be clained to
pertain to the inplenentation or use of the technol ogy described in
this docunent or the extent to which any |icense under such rights

m ght or might not be available; nor does it represent that it has
made any independent effort to identify any such rights. |Information
on the procedures with respect to rights in RFC docunents can be
found in BCP 78 and BCP 79.

Copi es of IPR disclosures nmade to the | ETF Secretariat and any
assurances of licenses to be nmade available, or the result of an
attenpt nmade to obtain a general |icense or permission for the use of
such proprietary rights by inplenmenters or users of this

speci fication can be obtained fromthe | ETF on-line |IPR repository at
http://ww.ietf.org/ipr.

The IETF invites any interested party to bring to its attention any
copyrights, patents or patent applications, or other proprietary
rights that nmay cover technol ogy that nay be required to inplenment
this standard. Please address the information to the IETF at ietf-
ipr@etf.org.
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