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Abstract
This docunent is a survey of the current practices used in today’s
| arge | SP operational networks to secure layer 2 and |layer 3
infrastructure devices. The information listed here is the result of
i nformati on gathered from people directly responsible for defining

and i nplenmenting secure infrastructures in Internet Service Provider
envi ronnent s.
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1. Introduction

Security practices are well understood by the network operators who
have, for nany years, gone through the growi ng pai ns of securing
their network infrastructures. However, there does not exist a
written docurment that enunerates these security practices. Network
attacks are continually increasing and although it is not necessarily
the role of an ISP to act as the Internet police, each ISP has to
ensure that certain security practices are followed to ensure that
their network is operationally available for their custoners. This
document is the result of a survey conducted to find out what current
security practices are being deployed to secure network

i nfrastructures.

1.1. Scope
The scope for this survey is restricted to security practices that
mtigate exposure to risks with the potential to adversely inpact

network availability and reliability. Securing the actual data
traffic is outside the scope of the conducted survey. This docunent
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focuses solely on docunenting currently depl oyed security nechani sns
for layer 2 and layer 3 network infrastructure devices. Al though
primarily focused on IPv4, nany of the same practices can (and
shoul d) apply to I Pv6 networks. Both IPv4 and | Pv6 network
infrastructures are taken into account in this survey.

1.2. Threat Mbdel

A threat is a potential for a security violation, which exists when
there is a circunstance, capability, action, or event that could
breach security and cause harm [ RFC2828]. Every operational network
is subject to a nultitude of threat actions, or attacks, i.e., an
assault on systemsecurity that derives froman intelligent act that
is a deliberate attenpt to evade security services, and violate the
security policy of a system[RFC2828]. Many of the threats to a
network infrastructure occur froman instantiation (or conbination)
of the foll ow ng:

Reconnai ssance: An attack whereby information is gathered to
ascertain the network topol ogy or specific device information, which
can be further used to exploit known vulnerabilities

Man- I n- The-M ddl e: An attack where a mnalicious user inpersonates
either the sender or recipient of a communi cation stream while
inserting, nodifying, or dropping certain traffic. This type of
attack al so covers phishing and session hijacks.

Protocol Vulnerability Exploitation: An attack that takes advantage
of known protocol vulnerabilities due to design or inplenentation
flaws to cause inappropriate behavior.

Message Insertion: This can be a valid nmessage (it could be a reply
attack, which is a scenario where a nessage is captured and resent at
a later tine). A nessage can also be inserted with any of the fields
in the message bei ng spoofed, such as | P addresses, port nunbers,
header fields, or even packet content. Flooding is also part of this
threat instantiation.

Message Diversion/Deletion: An attack where legitimte nessages are
renoved before they can reach the desired recipient, or are
re-directed to a network segnent that is normally not part of the
data path.

Message Modification: This is a subset of a nessage insertion attack
where a previous nessage has been captured and nodifi ed before being
retransmitted. The nmessage can be captured using a man-in-the-mddle
attack or nessage diversion

Kaeo I nf or mat i onal [ Page 3]



RFC 4778 OPSEC Practices January 2007

Note that sonetinmes denial-of-service attacks are listed as separate
categories. A denial-of-service is a consequence of an attack and
can be the result of too nuch traffic (i.e., flooding), exploiting
protocol exploitation, or inserting/deleting/diverting/ nodifying
nmessages.

1.3.

At tack Sources

These attacks can be sourced in a variety of ways:

Active vs Passive Attacks

Kaeo

An active attack involves witing data to the network. It is
common practice in active attacks to disguise one’s address and
conceal the identity of the traffic sender. A passive attack

i nvolves only reading informati on off the network. This is
possible if the attacker has control of a host in the

communi cati ons path between two victi mmachi nes, or has

conpromi sed the routing infrastructure to specifically arrange
that traffic pass through a conprom sed machine. There are al so
situations where mrrored traffic (often used for debugging,
perfornmance nonitoring, or accounting purposes) is diverted to a
conproni sed machi ne, which woul d not necessarily subvert any

exi sting topol ogy, and could be harder to detect. |In general, the
goal of a passive attack is to obtain information that the sender
and receiver would prefer to remain private [RFC3552].

path vs O f-path Attacks

In order for a datagramto be transnmitted fromone host to
another, it generally nust traverse sone set of internediate |inks
and routers. Such routers are naturally able to read, nodify, or
renove any datagramtransnitted along that path. This nakes it
much easier to nmount a wide variety of attacks if you are on-path.
O f-path hosts can transmt arbitrary datagranms that appear to
come from any host but cannot necessarily receive datagrans

i ntended for other hosts. Thus, if an attack depends on being
able to receive data, off-path hosts nust first subvert the
topology in order to place thenselves on-path. This is by no
means i npossi ble, but is not necessarily trivial [RFC3552]. A
nore subtle attack is one where the traffic-mrroring capability
of a device is hijacked and the traffic is diverted to a
conmpr oni sed host since the network topol ogy nay not need to be
subvert ed.

I nf or mat i onal [ Page 4]



RFC 4778 OPSEC Practices January 2007

| nsi der vs Qutsider Attacks

An "insider attack" is initiated frominside a given security
perimeter by an entity that is authorized to access system
resources, but uses themin a way not approved by those who
granted the authorization. An "outside attack"” is initiated from
out si de the perineter by an unauthorized or illegitimte user of
the system

De

i berate Attacks vs Uni ntentional Events

A deliberate attack is where a miscreant intentionally perforns an
assault on systemsecurity. However, there are al so instances
where uni ntentional events cause the same harm yet are perforned
wi thout malicious intent. Configuration errors and software bugs
can be as devastating to network availability as any deliberate
attack on the network infrastructure.

The attack source can be a conbi nati on of any of the above, all of
whi ch need to be considered when trying to ascertain the inpact any
attack can have on the availability and reliability of the network.
It is nearly inpossible to stop insider attacks or unintentiona
events. However, if appropriate nonitoring nmechanisnms are in place,
these attacks can al so be detected and nitigated as with any ot her
attack source. The amount of effort it takes to identify and trace
an attack is, of course, dependent on the resourceful ness of the
attacker. Any of the specific attacks discussed further in this

docunment will elaborate on malicious behavior, which are sourced by
an "outsider" and are deliberate attacks. Sone further elaboration
will be given to the feasibility of passive vs active and on-path vs

of f-path attacks to show the notivati on behind deploying certain
security features.

1.4. Operational Security Inmpact from Threats
The main concern for any of the potential attack scenarios is the
i npact and harmit can cause to the network infrastructure. The
threat consequences are the security violations that results froma
threat action, i.e., an attack. These are typically classified as
foll ows:
(Unaut hori zed) Disclosure

A circunstance or event whereby an entity gains access to data for
which the entity is not authorized.
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Decepti on

A circunstance or event that may result in an authorized entity
receiving false data and believing it to be true.

Di sruption

A circunstance or event that interrupts or prevents the correct
operation of system services and functions. A broad variety of
attacks, collectively called denial of service attacks, threaten
the availability of systems and bandwi dth to |l egitinate users.
Many such attacks are designed to consunme machi ne resources,
making it difficult or inpossible to serve legitimte users.

O her attacks cause the target nachine to crash, conpletely
denyi ng service to users.

Usur pati on

A circunstance or event that results in control of system services
or functions by an unauthorized entity. Mst network
infrastructure systens are only intended to be conpletely
accessible to certain authorized individuals. Should an

unaut hori zed person gain access to critical |ayer 2/layer 3

i nfrastructure devices or services, they could cause great harmto
the reliability and availability of the network.

A conpl ete description of threat actions that can cause these threat
consequences can be found in [RFC2828]. Typically, a nunber of
different network attacks are used in conbination to cause one or
nmore of the above-nentioned threat consequences. An exanple would be
a malicious user who has the capability to eavesdrop on traffic.
First, he may listen in on traffic for a while, doing reconnai ssance
wor k and ascertai ning which I P addresses belong to specific devices,
such as routers. Wre this miscreant to obtain information, such as
a router password sent in cleartext, he can then proceed to
conproni se the actual router. Fromthere, the m screant can | aunch
various active attacks, such as sending bogus routing updates to
redirect traffic or capture additional traffic to conprom se other
networ k devices. Wile this docunent enumerates which
counterneasures | SPs are depl oyi ng today, a useful generic analysis
of actual backbone infrastructure attacks and the appropriate

count erneasures can be found in [ RTOAG .
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1.5. Docunent Layout

This docunent is a survey of current operational practices that
mtigate the risk of being susceptible to any threat actions. As
such, the main focus is on the currently depl oyed security practices
used to detect and/or mitigate attacks. The top-level categories in
this docunent are based on operational functions for |ISPs and
generally relate to what is to be protected. This is followed by a
description of which attacks are possible and the security practices
currently deployed. This will provide the necessary security
services to help nmitigate these attacks. These security services are
classified as foll ows:

o User Authentication

0o User Authorization

o Data Oigin Authentication
0 Access Contro

o Data Integrity

o Data Confidentiality

o Auditing/Logging

o DoS Mtigation

In many instances, a specific protocol currently deployed will offer
a conbi nati on of these services. For exanple, Authentication,

Aut hori zation, and Accounting (AAA) can offer user authentication,
user authorization, and audit/| oggi ng services, while the Secure
SHel | (SSH) Protocol can provide data origin authentication, data
integrity, and data confidentiality. The services offered are nore
i nportant than the actual protocol used. Note that access control
will refer basically to |ogical access control, i.e., filtering.
Each section ends with an additional considerations section that
expl ai ns why specific protocols may or may not be used, and al so

gi ves sone infornmation regarding capabilities, which are not possible
today due to bugs or lack of usability.
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2. Protected Operational Functions
2.1. Device Physical Access

Devi ce physical access pertains to protecting the physical |ocation
and access of the layer 2 or layer 3 network infrastructure device.
Physical security is a large field of study/practice in and of
itself, arguably the |largest, oldest, and nost well-understood area
of security. Although it is inportant to have contingency plans for
natural disasters, such as earthquakes and fl oods, which can cause
damage to networking devices, this is out of the scope of this
docunent. Here, we concern ourselves with protecting access to the
physi cal |ocation and how a device can be further protected from
unaut hori zed access if the physical |ocation has been conproni sed,
i.e., protecting the console access. This is ainmed largely at
stopping an intruder with physical access from gai ni ng operati onal
control of the device(s). Note that nothing will stop an attacker
wi th physical access fromeffecting a denial-of-service attack, which
can be easily acconplished by powering off the device or just

unpl uggi ng some cabl es.

2.1.1. Threats/Attacks

If any intruder gets physical access to a |layer 2 or layer 3 device,
the entire network infrastructure can be under the control of the
intruder. At a minimum the intruder can take the conproni sed device
out of service, causing network disruption, the extent of which
depends on the network topology. A worse scenario is where the
intruder uses this device to crack the consol e password, gaining
conpl ete control of the device (perhaps w thout anyone detecting such
a conpronise, or to attach another network device onto a port and

si phon off data with which the intruder can ascertain the network

t opol ogy) and the entire network.

The threat of gaining physical access can be realized in a variety of
ways, even if critical devices are under high security. Cases still
occur where attackers have inpersonated maintenance workers to gain
physi cal access to critical devices that have caused naj or outages

and privacy conpronises. |Insider attacks from authorized personnel
al so pose a real threat and nust be adequately recogni zed and
addr essed.

2.1.2. Security Practices

For physical device security, equipnent is kept in highly restrictive
environnents. Only authorized users with card-key badges have access
to any of the physical locations that contain critical network

i nfrastructure devices. These card-key systens keep track of who
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accessed which location and at what tinme. Most cardkey systens have
a fail-back "master key" in case the card systemis down. This
"master key" usually has linted access and its use is also carefully
| ogged (which should only happen if the card-key systemis NOT
online/functional).

Al'l consol e access is always password protected and the login tinme is
set to tinme out after a specified anmount of inactivity - typically
between 3-10 minutes. The type of privileges that you obtain froma
consol e login varies between separate vendor devices. |n some cases
you get initial basic access and need to performa second
authentication step to get nore privileged access (i.e., enable or
root). In other vendors, you get the nore privileged access when you
log into the console as root, w thout requiring a second

aut henti cati on step.

How | SPs manage these | ogins vary greatly, although many of the

| arger |1SPs enpl oy sone sort of AAA nechanismto help automate
privil ege-level authorization and utilize the automation to bypass
the need for a second authentication step. Al so, many | SPs define
separate classes of users to have different privileges while |ogged
onto the console. Typically, all console access is provided via an
out - of - band (OOB) nmnagenent infrastructure, which is discussed in
Section 2.2 of this docunent.

2.1.3. Security Services

The followi ng security services are offered through the use of the
practices described in the previous section:

o User Authentication - Al individuals who have access to the
physical facility are authenticated. Console access is
aut henti cat ed.

o User Authorization - An authenticated individual has inplicit
aut hori zation to perform conmands on the device. In sone cases,
mul tiple authentication is required to differentiate between basic
and nore privil eged access.

o Data Oigin Authentication - Not applicable.

0 Access Control - Not applicable.

o Data Integrity - Not applicable.

o Data Confidentiality - Not applicable.
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2.

2.

1.

2.

0 Auditing/Logging - Al access to the physical |ocations of the
i nfrastructure equi prment is | ogged via el ectronic card-key
systens. All console access is logged (refer to Section 2.2 of
this docunent for nore details).

o DoS Mtigation - Not applicable.
4. Additional Considerations

Physical security is relevant to operational security practices as
described in this docunent, nostly froma consol e-access perspective.
Most | SPs provi de consol e access via an OOB managenent
infrastructure, which is discussed in Section 2.2 of this docunent.

The physical and |ogical authentication and |oggi ng systens shoul d be
run i ndependently of each other and should reside in different

physi cal |ocations. These systens need to be secured to ensure that
they thensel ves will not be conprom sed, which could give the

i ntruder val uabl e authentication and | oggi ng i nformati on.

Soci al engineering plays a big role in many physical access
conproni ses. Mdst | SPs have set up training classes and awareness
prograns to educate conpany personnel to deny physical access to
peopl e who are not properly authenticated or authorized to have
physi cal access to critical infrastructure devices.

Devi ce Managenent - |n-Band and CQut- of - Band ( OOB)

I n- band managenent is generally considered to be device access, where
the control traffic takes the sane data path as the data that
traverses the network. Qut-of-band managenent is generally

consi dered to be device access, where the control traffic takes a
separate path as the data that traverses the network. In many

envi ronnents, device managenent for |layer 2 and | ayer 3

i nfrastructure devices is deployed as part of an out-of -band
managenent infrastructure, although there are sone instances where it
is deployed in-band as well. Note that while many of the security
concerns and practices are the same for OOB managenent and in-band
managenment, nost | SPs prefer an OOB nanagenent system since access
to the devices that nake up this managenent network are nore
vigilantly protected and considered to be | ess susceptible to
mal i ci ous activity.

Consol e access is always architected via an OOB network. Presently,
t he nechani sns used for either in-band managenent or OOB are via
virtual term nal access (i.e., Telnet or SSH), Sinple Network
Managenent Protocol (SNWP), or HTTP. In all large | SPs that were

i nterviewed, HTTP managenent was never used and was explicitly
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disabled. Note that file transfer protocols (TFTP, FTP, and SCP)
will be covered in Section 2.5 of this docunent.

2.2.1. Threats/Attacks

For devi ce managenent, passive attacks are possible if soneone has
the capability to intercept data between the managenment device and

t he managed device. The threat is possible if a single

i nfrastructure device is sonehow conprom sed and can act as a network
sniffer, or if it is possible to insert a new device that acts as a
network sniffer.

Active attacks are possible for both on-path and off-path scenari os.
For on-path active attacks, the situation is the same as for a
passive attack, where either a device has to al ready be conproni sed
or a device can be inserted into the path. For off-path active
attacks, where a topol ogy subversion is required to reroute traffic
and essentially bring the attacker on-path, the attack is generally
limted to nessage insertion or nodification.

2.2.1.1. Confidentiality Violations

Confidentiality violations can occur when a niscreant intercepts any
managenent data that has been sent in cleartext or with weak
encryption. This includes interception of usernames and passwords
with which an intruder can obtain unauthorized access to network
devices. It can also include other information, such as |ogging or
configuration information, if an admnistrator is renotely view ng
local logfiles or configuration information.

2.2.1.2. Ofline Cryptographic Attacks

I f usernane/password infornmation was encrypted but the cryptographic
mechani sm used nmade it easy to capture data and break the encryption
key, the device managenent traffic could be conprom sed. The traffic
woul d need to be captured either by eavesdropping on the network or
by being able to divert traffic to a malicious user.

2.2.1.3. Replay Attacks
For a replay attack to be successful, the managenent traffic would

need to first be captured either on-path or diverted to an attacker
to later be replayed to the intended recipient.
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2.2.1.4. Message Insertion/Deletion/Mdification

Dat a can be mani pul ated by soneone in control of intermediary hosts.
Forging data is also possible with I P spoofing, where a renpte host
sends out packets that appear to cone from another, trusted host.

2.2.1.5. Man-In-The-M ddl e

A man-in-the-mddle attack attacks the identity of a comunicating
peer rather than the data streamitself. The attacker intercepts
traffic that is sent froma nanagenent systemto the networking
infrastructure device and traffic that is sent fromthe network
infrastructure device to the nanagenent system

2.2.2. Security Practices

OOB managenent is done via a termnal server at each |ocation. SSH
access is used to get to the terminal server fromwhere sessions to
the devices are initiated. D al-in access is deployed as a backup if
the network is not available. However, it is common to use dial-
back, encrypting nodens, and/or one-tine-password (OTIP) nodens to
avoi d the security weaknesses of plain dial-in access.

Al'l in-band managenent and OOB managenent access to layer 2 and | ayer
3 devices is authenticated. The user authentication and
authorization is typically controlled by an AAA server (i.e., Renote
Aut hentication Dial-in User Service (RADI US) and/or Term nal Access
Controller Access-Control System (TACACS+)). Credentials used to
determ ne the identity of the user vary fromstatic usernanme/password
to one-tine usernane/ password schenmes such as Secure-ID. Static

user nane/ passwords are expired after a specified period of tine,
usually 30 days. Every authenticated entity via AAA is an individua
user for greater granularity of control. Note that often the AAA
server used for OOB managenent authentication is a separate physica
device fromthe AAA server used for in-band managenent user
authentication. |n sone deploynents, the AAA servers used for device
managenent aut hentication/authorization/accounting are on separate
networks to provide a demarcation for any other authentication
functions.

For backup purposes, there is often a single |ocal database entry for
aut hentication that is knowmn to a very limted set of key personnel.
It is usually the highest privilege-Ilevel usernamne/password

conbi nati on, which in nost cases is the sane across all devices.

This [ ocal device password is routinely regenerated once every 2-3
mont hs, and is al so regenerated i medi ately after an enpl oyee who had
access to that password | eaves the conpany or is no |onger authorized
to have know edge of that password.
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Each i ndi vidual user in the AAA database is configured with specific
aut hori zati on capability. Specific commands are either individually
deni ed or permitted, depending on the capability of the device to be
accessed. Miltiple privilege levels are deployed. Mst individuals
are authorized with basic authorization to performa mniml set of
conmands, while a subset of individuals are authorized to perform
nore privileged commands. Securing the AAA server is inperative and
access to the AAA server itself is strictly controlled. Wen an

i ndi vi dual | eaves the conpany, his/her AAA account is inmediately

del eted and the TACACS/ RADI US shared secret is reset for all devices.

Sone managenent functions are performed using conmand |ine interface
(CLI') scripting. |In these scenarios, a dedicated user is used for
the identity in scripts that perform CLI scripting. Once

aut henti cated, these scripts control which commands are | egitimte,
dependi ng on authorization rights of the authenticated individual.

SSH is always used for virtual term nal access to provide for an
encrypted comuni cati on channel. There are exceptions due to
equi pnent linitations which are described in the additional

consi derati ons section.

If SNMP is used for managenent, it is for read queries only and
restricted to specific hosts. |If possible, the viewis also
restricted to only send the information that the managenent station
needs, rather than expose the entire configuration file with the
read-only SNVP community. The community strings are carefully chosen
to be difficult to crack and there are procedures in place to change
these comunity strings between 30-90 days. |If systenms support two
SNMP comunity strings, the old string is replaced by first
configuring a second, newer community string and then migrating over
fromthe currently used string to the newer one. Most |arge | SPs
have rmultiple SNVWP systens accessing their routers so it takes nore
then one nai ntenance period to get all the strings fixed in all the
right systens. SNMP RWis not used and is disabled by configuration.

Access control is strictly enforced for infrastructure devices by
using stringent filtering rules. A limted set of IP addresses are
allowed to initiate connections to the infrastructure devices and are
specific to the services to which they are to linited (i.e., SSH and
SNWP) .

Al'l device managenent access is audited and any violations trigger
alarnms that initiate automated email, pager, and/or tel ephone
notifications. AAA servers keep track of the authenticated entity as
well as all the commands that were carried out on a specific device.
Additionally, the device itself |ogs any access control violations
(i.e., if an SSH request cones in froman |IP address that is not

Kaeo I nf or mat i onal [ Page 13]



RFC 4778 OPSEC Practices January 2007

explicitly pernmitted, that event is |logged so that the offending IP
address can be tracked down and investigations made as to why it was
trying to access a particular infrastructure device)

2.2.3. Security Services

The security services offered for device OOB managenment are nearly
i dentical to those of device in-band managenent. Due to the critical
nature of controlling and limting device access, nmany | SPs feel that
physically separating the managenent traffic fromthe normal custoner
data traffic will provide an added |evel of risk mitigation and limt
the potential attack vectors. The follow ng security services are
of fered through the use of the practices described in the previous

section:

0 User Authentication - Al individuals are authenticated via AAA
servi ces.

0o User Authorization - Al individuals are authorized via AAA

services to perform specific operations once successfully
aut hent i cat ed.

0o Data Oigin Authentication - Managenent traffic is strictly
filtered to allow only specific I P addresses to have access to the
infrastructure devices. This does not alleviate risk the from
spoofed traffic, although when conbined with edge filtering using
BCP38 [ RFC2827] and BCP84 [ RFC3704] guidelines (discussed in
Section 2.5), then the risk of spoofing is mitigated, barring a
conproni sed internal system Al so, using SSH for device access
ensures that no one can spoof the traffic during the SSH session

0 Access Control - Managenent traffic is filtered to allow only
specific I P addresses to have access to the infrastructure
devi ces.

o Data Integrity - Using SSH provides data integrity and ensures
that no one has altered the nanagenent data in transit.

o Data Confidentiality - Using SSH provi des data confidentiality.

0 Auditing/Logging - Using AAA provides an audit trail for who
accessed which device and which operations were perforned.

0o DoS Mtigation - Using packet filters to allow only specific IP
addresses to have access to the infrastructure devices. This
linmts but does not prevent spoofed DoS attacks directed at an
i nfrastructure device. However, the risk is |lowered by using a
separate physical network for managenment purposes.
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2.2.4. Additional Considerations

Password sel ection for any device managenent protocol used is
critical to ensure that the passwords are hard to guess or break
using a brute-force attack.

| P security (IPsec) is considered too difficult to deploy, and the
comon protocol to provide for confidential managenent access is SSH
There are exceptions for using SSH due to equipnent linitations since
SSH may not be supported on | egacy equipnent. |n sone cases,
changi ng the host name of a device requires an SSH rekey event since
the key is based on sone conbi nati on of host nane, Message

Aut henti cati on Code (MAC) address, and tine. Also, in the case where
the SSH key is stored on a route processor card, a re-keying of SSH
woul d be required whenever the route processor card needs to be
swapped. Sone providers feel that this operational inpact exceeds
the security necessary and i nstead use Telnet fromtrusted inside
hosts (called ’junphosts’ or ’'bastion hosts’') to manage those
devices. An individual would first SSH to the junphost and then
Telnet fromthe junphost to the actual infrastructure device, fully

under standi ng that any passwords will be sent in the clear between
the junphost and the device to which it is connecting. Al

aut hentication and authorization is still carried out using AAA
servers.

In instances where Tel net access is used, the logs on the AAA servers
are nore verbose and nore attention is paid to themto detect any
abnormal behavior. The junphosts thenselves are carefully controlled
machi nes and usually have linmted access. Note that Telnet is NEVER
allowed to an infrastructure device except from specific junphosts;
i.e., packet filters are used at the consol e server and/or
infrastructure device to ensure that Telnet is only allowed from
specific | P addresses.

Wth thousands of devices to manage, sone | SPs have created automated
mechani sns to authenticate to devices. As an exanple, Kerberos has
been used to automate the authentication process for devices that
have support for Kerberos. An individual would first log into a

Ker berized UNI X server using SSH and generate a Kerberos 'ticket’.
This "ticket’ is generally set to have a lifespan of 10 hours and is
used to autonmatically authenticate the individual to the

i nfrastructure devices.

In instances where SNWP is used, some | egacy devices only support

SNWPv1l, which then requires the provider to mandate its use across
all infrastructure devices for operational sinplicity. SNWV2 is

primarily deployed since it is easier to set up than v3.
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2.3. Data Path

This section refers to howtraffic is handled that traverses the
network infrastructure device. The primary goal of ISPs is to
forward custoner traffic. However, due to the | arge anmount of
malicious traffic that can cause DoS attacks and render the network
unavai |l abl e, specific nmeasures are sonetinmes deployed to ensure the
availability to forward legitimte custonmer traffic.

2.3.1. Threats/Attacks

Any data traffic can potentially be attack traffic and the chall enge
is to detect and potentially stop forwarding any of the malicious
traffic. The deliberately sourced attack traffic can consist of
packets with spoofed source and/or destination addresses or any other
mal f or med packet that mangle any portion of a header field to cause
protocol -rel ated security issues (such as resetting connections,
causi ng unwel come I CWP redirects, creating unwel cone |P options, or
packet fragmentations).

2.3.2. Security Practices

Filtering and rate limting are the primary nmechanismto provide risk
mtigation of malicious traffic rendering the ISP services

unavail able. However, filtering and rate linmting of data path
traffic is deployed in a variety of ways, dependi ng on how aut onmat ed
the process is and what the capabilities and performance limtations
of the existing depl oyed hardware are.

The ISPs that do not have performance issues with their equiprent
foll ow BCP38 [ RFC2827] and BCP84 [ RFC3704] guidelines for ingress
filtering. BCP38 reconmends filtering ingress packets with obviously
spoof ed and/ or 'reserved’ source addresses to lint the effects of
deni al - of -service attacks, while BCP84 extends the recommendation for
mul ti-honed environnments. Filters are also used to help alleviate

i ssues between service providers. Wthout any filtering, an

i nt er-exchange peer could steal transit just by using static routes,
and essentially redirect data traffic. Therefore, some | SPs have

i npl enented ingress/egress filters that bl ock unexpected source and
destinati on addresses not defined in the above-nentioned docunents.
Nul I routes and bl ack-hole triggered routing [ RFC3882] are used to
deter any detected nmalicious traffic streans. These two techni ques
are described in nmore detail in Section 2.8 bel ow

Most | SPs consider layer 4 filtering useful, but it is only

i npl enented if performance limtations allow for it. Since it poses
a large adnministrative overhead and | SPs are very nuch opposed to
acting as the Internet firewall, Layer 4 filtering is typically
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i npl erented as a last option. Netflowis used for tracking traffic
flows, but there is sone concern whether sanpling is good enough to
detect malicious behavi or.

Uni cast Reverse Path Forwarding (RPF) is not consistently

i npl emrented. Sone |ISPs are in the process of doing so, while other

| SPs think that the perceived benefit of knowi ng that spoofed traffic
cones fromlegitimte addresses are not worth the operational
conplexity. Some providers have a policy of inplenenting uRPF at
link speeds of Digital Signal 3 (DS3) and bel ow, which was due to the
fact that all hardware in the network supported uRPF for DS3 speeds
and bel ow. At higher-speed |inks, the uRPF support was inconsistent
and it was easier for operational people to inplenment a consistent

sol uti on.

2.3.3. Security Services

0 User Authentication - Not applicable.

0 User Authorization - Not applicable.

o Data Oigin Authentication - Wen |IP address filtering per BCP38,
BCP84, and uRPF are depl oyed at network edges it can ensure that
any spoofed traffic cones fromat least a legitimate |P address
and can be tracked.

0 Access Control - IP address filtering and layer 4 filtering is
used to deny forbidden protocols and linmit traffic destined for
infrastructure device itself. Filters are also used to bl ock
unexpect ed source/ destination addresses.

o Data Integrity - Not applicable.

o Data Confidentiality - Not applicable.

0 Auditing/Logging - Filtering exceptions are |ogged for potenti al
attack traffic.

o DoS Mtigation - Black-hole triggered filtering and rate-limting
are used to limt the risk of DoS attacks.

2.3.4. Additional Considerations

For | ayer 2 devices, MAC address filtering and authentication is not
used in large-scal e deploynments. This is due to the problens it can
cause when troubl eshooti ng networking i ssues. Port security becones
unnmanageabl e at a |l arge scal e where thousands of switches are

depl oyed.
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2.

2.

4.

4.

Rate limting is used by sonme |SPs, although other ISPs believe it is
not really useful, since attackers are not well-behaved and it
doesn’t provide any operational benefit over the conplexity. Sone
ISPs feel that rate linmiting can al so make an attacker’s job easier
by requiring the attacker to send less traffic to starve legitimte
traffic that is part of arate limting scheme. Rate liniting may be
i nproved by devel oping flowbased rate-linmiting capabilities with
filtering hooks. This would inprove the performance as well as the
granul arity over current capabilities.

Lack of consistency regarding the ability to filter, especially with
respect to performance issues, cause sonme |SPs not to inplenent BCP38
and BCP84 guidelines for ingress filtering. One such exanple is at
edge boxes, where up to 1000 T1ls connecting into a router with an
OC-12 (Optical Carrier) uplink. Sonme deployed devices experience a

| arge performance inpact with filtering, which is unacceptable for
passing customer traffic through, though ingress filtering (uRPF)

m ght be applicable at the devices that are connecting these
aggregation routers. Were performance is not an issue, the | SPs
make a tradeoff between managenent versus risk

Routing Control Plane

The routing control plane deals with all the traffic that is part of
establ i shing and mai ntai ning routing protocol information.

1. Threats/ Attacks

Attacks on the routing control plane can be from both passive or
active sources. Passive attacks are possible if someone has the
capability to intercept data between the communicating routing peers.
This can be acconplished if a single routing peer is somehow

conprom sed and can act as a network sniffer, or if it is possible to
insert a new device that acts as a network sniffer

Active attacks are possible for both on-path and off-path scenari os.
For on-path active attacks, the situation is the same as for a
passive attack, where either a device has to al ready be conproni sed
or a device can be inserted into the path. This may lead to an
attacker inpersonating a legitimte routing peer and exchangi ng
routing information. Unintentional active attacks are nore common
due to configuration errors, which cause legitimte routing peers to
feed invalid routing infornmation to other nei ghboring peers.

For off-path active attacks, the attacks are generally limted to
nmessage insertion or nodification, which can divert traffic to
illegitimte destinations, causing traffic to never reach its

i ntended desti nation.
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2.4.1.1. Confidentiality Violations

Confidentiality violations can occur when a niscreant intercepts any
of the routing update traffic. This is beconmi ng nore of a concern
because nany | SPs are cl assifying addressi ng schenes and network
topol ogi es as private and proprietary information. It is also a
concern because the routing protocol packets contain informtion that
may show ways in which routing sessions could be spoofed or hijacked.
This in turn could lead into a man-in-the-middl e attack, where the

m screants can insert thenselves into the traffic path or divert the
traffic path and violate the confidentiality of user data.

2.4.1.2. Ofline Cryptographic Attacks

I f any cryptographic nechanismwas used to provide for data integrity
and confidentiality, an offline cryptographic attack could
potentially conprom se the data. The traffic would need to be
captured either by eavesdropping on the network or by being able to
divert traffic to a nalicious user. Note that by using
cryptographically protected routing information, the |atter would
require the cryptographic key to already be conprom sed anyway, SO
this attack is only feasible if a device was able to eavesdrop and
capture the cryptographically protected routing information.

2.4.1.3. Replay Attacks
For a replay attack to be successful, the routing control plane
traffic would need to first be captured either on-path or diverted to
an attacker to later be replayed to the intended recipient.
Additionally, since nany of these protocols include replay protection
mechani sns, these would al so need to be subverted, if applicable.
2.4.1.4. Message Insertion/Deletion/Mdification

Routing control plane traffic can be mani pul ated by soneone in

control of internediate hosts. |In addition, traffic can be injected
by forging I P addresses, where a renpte router sends out packets that
appear to cone fromanother, trusted router. If enough traffic is

injected to be processed by linmted nenory routers, it can cause a
DoS att ack.

2.4.1.5. Man-In-The-M ddl e

A man-in-the-mddle attack attacks the identity of a comunicating
peer rather than the data streamitself. The attacker intercepts
traffic that is sent fromone routing peer to the other and
comuni cates on behal f of one of the peers. This can lead to a

di version of the user traffic to either an unauthorized receiving
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party or cause legitimate traffic to never reach its intended
desti nati on.

2.4.2. Security Practices

Securing the routing control plane takes many features, which are
general ly depl oyed as a system Message Di gest 5 (MD)5)

aut hentication is used by sone ISPs to validate the sendi ng peer and
to ensure that the data in transit has not been altered. Sone | SPs
only depl oy MD5 authentication at the custoners’ request. Additional
sanity checks to ensure with reasonable certainty that the received
routing update was originated by a valid routing peer include route
filters and the Generalized TTL Security Mechanism (GISM feature

[ RFC3682] (sonmetinmes also referred to as the TTL-Hack). The GISM
feature is used for protocols such as the Border Gateway Protocol
(BGP), and nakes use of a packet’s Tine To Live (TTL) field (1Pv4) or
Hop Limt (IPv6) to protect communicating peers. |If GISMis used, it
is typically deployed only in linted scenarios between internal BGP
peers due to | ack of consistent support between vendor products and
operating system versions.

Packet filters are used to limt which systens can appear as a valid
peer, while route filters are used to linit which routes are believed
to be froma valid peer. In the case of BGP routing, a variety of
policies are deployed to |limt the propagation of invalid routing
informati on. These include: incomng and outgoing prefix filters for
BGP custoners, incom ng and outgoing prefix filters for peers and
upstream nei ghbors, incomng AS-PATH filter for BGP custoners,

out goi ng AS-PATH filter towards peers and upstream nei ghbors, route
danmpeni ng and rejecting selected attributes and conmuniti es.
Consi st ency between these policies varies greatly and there is a
definite distinction whether the other end is an end-site vs an

i nternal peer vs another big ISP or custonmer. Mostly |SPs do
prefix-filter their end-site custoners, but due to the operationa
constraints of nmaintaining large prefix filter lists, many | SPs are
starting to depend on BGP AS-PATH filters to/fromtheir peers and
upst r eam nei ghbors.

In cases where prefix lists are not used, operators often define a
maxi num prefix limt per peer to prevent misconfiguration (e.g.,
uni ntenti onal de-aggregation or nei ghbor routing policy

m s-configuration) or overload attacks. |SPs need to coordinate with
each other what the expected prefix exchange is, and increase this
nunber by sone sane anount. It is inportant for ISPs to pad the

max- prefix nunmber enough to allow for valid swings in routing
announcenents, preventing an unintentional shut down of the BGP
session. Individual inplenmentation anongst |SPs are uni que, and
dependi ng on equi pnent supplier(s), different inplenmentation options
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are available. Mst equi pnent vendors offer inplenentation options
rangi ng fromjust |oggi ng excessive prefixes being received, to
automatically shutting down the session. |If the option of
reestablishing a session after sone pre-configured idle tinmeout has
been reached is available, it should be understood that automatically
reestablishing the session may potentially introduce instability
continuously into the overall routing table if a policy

m s-configuration on the adjacent neighbor is causing the condition.
If a serious ms-configuration on a peering nei ghbor has occurred,
then automatically shutting down the session and |leaving it shut down
until being manually cleared, is sometinmes best and allows for
operator intervention to correct as needed.

Sone large ISPs require that routes be registered in an |Internet
Routing Registry (IRR), which can then be part of the Routing Assets
Dat abase (RADb) - a public registry of routing information for
networks in the Internet that can be used to generate filter |ists.
Sone | SPs, especially in Europe, require registered routes before
agreeing to becone an eBGP peer with soneone.

Many | SPs al so do not propagate interface |IP addresses to further
reduce attack vectors on routers and connected custoners.

2.4.3. Security Services
0 User Authentication - Not applicable.
0 User Authorization - Not applicable.
0o Data Oigin Authentication - By using MD5 authentication and/or
the TTL-hack, a routing peer can be reasonably certain that

traffic originated froma valid peer.

0 Access Control - Route filters, AS-PATH filters, and prefix limts
are used to control access to specific parts of the network.

o Data Integrity - By using MD5 authentication, a peer can be
reasonably certain that the data has not been nodified in transit,
but there is no nmechanismto prove the validity of the routing
information itself.

o0 Data Confidentiality - Not inplenented.

0 Auditing / Logging - Filter exceptions are | ogged.
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2.

2.

2.

0o DoS Mtigation - Many DoS attacks are mtigated using a
combi nati on of techniques including: MD5 authentication, the GISM
feature, filtering routing advertisements to bogons, and filtering
routi ng adverti senents to one’s own networKk.

4.4. Additional Considerations

So far the primary concern to secure the routing control plane has
been to validate the sending peer and to ensure that the data in
transit has not been altered. Al though MD5 routing protocol

ext ensi ons have been inpl enented, which can provide both services,
they are not consistently depl oyed anongst | SPs. Two najor

depl oynment concerns have been inplenentation i ssues, where both

sof tware bugs and the | ack of graceful re-keying options have caused
significant network down tinmes. Also, sone |SPs express concern that
depl oyi ng MD5 authentication will itself be a worse DoS attack victim
and prefer to use a conbination of other risk mtigation nechanisns
such as GISM (for BGP) and route filters. An issue with GISMis that
it is not supported on all devices across different vendors’
products.

| Psec is not depl oyed since the operational managenent aspects of
ensuring interoperability and reliable configurations is too conpl ex
and time consunmng to be operationally viable. There is also limted
concern to the confidentiality of the routing information. The
integrity and validity of the updates are of nmuch greater concern

There is concern for manual or automated actions, which introduce new
routes and can affect the entire routing donain.

5. Software Upgrades and Configuration Integrity/Validation

Sof t war e upgrades and configurati on changes are usually perfornmed as
part of either in-band or OOB managenent functions. However, there
are additional considerations to be taken into account, which are
enunerated in this section.

5.1. Threats/Attacks

Attacks performed on system software and configurations can be both
from passi ve or active sources. Passive attacks are possible if
someone has the capability to intercept data between the network
infrastructure device and the system which is downl oadi ng or

upl oadi ng the software or configuration information. This can be
acconplished if a single infrastructure device is sonehow conpromi sed
and can act as a network sniffer, or if it is possible to insert a
new device that acts as a network sniffer.
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Active attacks are possible for both on-path and off-path scenari os.
For on-path active attacks, the situation is the same as for a
passive attack, where either a device has to al ready be conproni sed
or a device can be inserted into the path. For off-path active
attacks, the attacks are generally limted to nessage insertion or
nmodi fication where the attacker may wish to load illegal software or
configuration files to an infrastructure device.

Note that simlar issues are relevant when software updates are
downl caded froma vendor site to an | SPs network management system
that is responsible for software updates and/or configuration

i nformati on.

2.5.1.1. Confidentiality Violations

Confidentiality violations can occur when a niscreant intercepts any
of the software image or configuration information. The software

i mage may give an indication of exploits which the device is

vul nerable to while the configuration informati on can inadvertently
| ead attackers to identify critical infrastructure |IP addresses and
passwor ds.

2.5.1.2. Ofline Cryptographic Attacks

I f any cryptographic nechanismwas used to provide for data integrity
and confidentiality, an offline cryptographic attack could
potentially conprom se the data. The traffic would need to be
captured either by eavesdropping on the conmunication path or by
being able to divert traffic to a malicious user.

2.5.1.3. Replay Attacks

For a replay attack to be successful, the software inmage or
configuration file would need to first be captured either on-path or
diverted to an attacker to later be replayed to the intended
recipient. Additionally, since many protocols do have repl ay
protection capabilities, these would have to be subverted as well in
appl i cabl e situations.

2.5.1.4. Message Insertion/Deletion/Mdification

Sof tware i nages and configuration files can be mani pul ated by soneone
in control of internmediate hosts. By forging an |IP address and

i npersonating a valid host which can downl oad software inmages or
configuration files, invalid files can be downl oaded to an
infrastructure device. This can also be the case fromtrusted
vendors who may unbeknownst to them have conprom sed trusted hosts.
An invalid software image or configuration file can cause a device to
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hang and becone i noperable. Spoofed configuration files can be hard
to detect, especially when the only added command is to allow a

m screant access to that device by entering a filter allowing a
speci fic host access and configuring a |ocal usernane/password

dat abase entry for authentication to that device.

2.5.1.5. Man-In-The-M ddl e

A man-in-the-mddle attack attacks the identity of a comunicating
peer rather than the data streamitself. The attacker intercepts
traffic that is sent between the infrastructure device and the host
used to upl oad/ downl oad the systeminage or configuration file.

He/ she can then act on behalf of one or both of these systens.

If an attacker obtained a copy of the software image bei ng depl oyed,
he could potentially exploit a known vulnerability and gain access to
the system Froma captured configuration file, he could obtain
confidential network topol ogy information, or even nore damagi ng
information, if any of the passwords in the configuration file were
not encrypted.

2.5.2. Security Practices

| mmges and configurations are stored on specific hosts that have
limted access. Al access and activity relating to these hosts are
aut henti cated and | ogged via AAA services. Wen upl oaded/ downl oadi ng
any system software or configuration files, either TFTP, FTP, or SCP
can be used. Were possible, SCP is used to secure the data transfer
and FTP is generally never used. Al SCP access is usernane/ password
aut henticated but since this requires an interactive shell, nobst |SPs
will use shared key authentication to avoid the interactive shell
Wil e TFTP access does not have any security neasures, it is still

wi dely used, especially in OOB nanagenent scenarios. Sone | SPs

i mpl enent | P-based restriction on the TFTP server, while sone custom
written TFTP servers will support MAC-based authentication. The

MAC- based aut hentication is nore conmon when using TFTP to bootstrap
routers renotely.

In nost environnents, scripts are used for naintaining the i nages and
configurations of a |arge nunmber of routers. To ensure the integrity
of the configurations, every hour the configuration files are polled
and conpared to the previously polled version to find di screpancies.
In at | east one environment these, tools are Kerberized to take
advant age of automated authentication (not confidentiality).

"Rancid’ is one popular publicly available tool for detecting
configuration and system changes.
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Filters are used to linmit access to upl oadi ng/ downl oadi ng
configuration files and systemimges to specific |IP addresses and
pr ot ocol s.

The software images perform Cyclic Redundancy Checks (CRC) and the
system binaries use the MD5 algorithmto validate integrity. Many

| SPs expressed interest in having software inmage integrity validation
based on the MD5 al gorithmfor enhanced security.

In all configuration files, nbst passwords are stored in an encrypted
format. Note that the encryption techniques used in varying products
can vary and that sone weaker encryption schenes may be subject to
off-line dictionary attacks. This includes passwords for user

aut henti cati on, MD5-authentication shared secrets, AAA server shared
secrets, NTP shared secrets, etc. For older software that may not
support this functionality, configuration files nay contain sone
passwords in readable format. Mst ISPs mitigate any risk of
password conpromni se by either storing these configuration files

wi t hout the password |lines or by requiring authenticated and

aut hori zed access to the configuration files that are stored on
protected OOB nmanagenent devi ces.

Aut omat ed security validation is perfornmed on infrastructure devices
usi ng Network Mapping (Nmap) and Nessus to ensure valid configuration
agai nst many of the well-known attacks.

2.5.3. Security Services

0 User Authentication - Al users are authenticated before being
abl e to downl oad/ upl oad any systeminmages or configuration files.

0o User Authorization - Al authenticated users are granted specific
privileges to downl oad or upl oad system i mages and/ or
configuration files.

0o Data Oigin Authentication - Filters are used to limt access to
upl oadi ng/ downl oadi ng configuration files and systemimages to
specific | P addresses.

0 Access Control - Filters are used to limt access to upl oadi ng/
downl oadi ng configuration files and systeminmages to specific IP
addresses and protocol s.

o Data Integrity - Al systens use either a CRC check or M5

authentication to ensure data integrity. Al so, tools such as
rancid are used to autonatically detect configuration changes.
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o0 Data Confidentiality - If the SCP protocol is used then there is
confidentiality of the downl oaded/ upl oaded configuration files and
system i mages.

0 Auditing/Logging - Al access and activity relating to
downl oadi ng/ upl oadi ng system i mages and configuration files are
| ogged via AAA services and filter exception rul es.

o DoS Mtigation - A conbination of filtering and CRC check/
MD5- based integrity checks are used to nmitigate the risks of DoS
attacks. |If the software updates and configuration changes are
perforned via an OOB nanagenent system this is al so added
protection.

2.5.4. Additional Considerations

Where the MD5 algorithmis not used to performdata-integrity
checking of software inmages and configuration files, |SPs have
expressed an interest in having this functionality. |[IPsec is

consi dered too cunbersonme and operationally difficult to use for data
integrity and confidentiality.

2.6. Loggi ng Considerations

Al though logging is part of all the previous sections, it is

i nportant enough to be covered as a separate item The main issues
revol ve around what gets |ogged, how long are | ogs kept, and what
nmechani sns are used to secure the logged information while it is in
transit and while it is stored.

2.6.1. Threats/Attacks

Attacks on the | ogged data can be both from passive or active
sources. Passive attacks are possible if sonmeone has the capability
to intercept data between the recipient |ogging server and the device
fromwhich the | ogged data originated. This can be acconplished if a
single infrastructure device is sonehow conproni sed and can act as a
network sniffer, or if it is possible to insert a new device that
acts as a network sniffer.

Active attacks are possible for both on-path and off-path scenari os.
For on-path active attacks, the situation is the same as for a
passive attack, where either a device has to al ready be conproni sed,
or a device can be inserted into the path. For off-path active
attacks, the attacks are generally limted to nessage insertion or
nmodi fication that can alter the | ogged data to keep any conpromi se
from being detected, or to destroy any evidence that could be used
for crimnal prosecution.
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2.6.1.1. Confidentiality Violations

Confidentiality violations can occur when a niscreant intercepts any
of the logging data that is in transit on the network. This could
lead to privacy violations if some of the | ogged data has not been
sanitized to disallow any data that could be a violation of privacy
to be included in the | ogged dat a.

2.6.1.2. Ofline Cryptographic Attacks

I f any cryptographic nechanismwas used to provide for data integrity
and confidentiality, an offline cryptographic attack could
potentially conprom se the data. The traffic would need to be
captured either by eavesdropping on the network or by being able to
divert traffic to a malicious user.

2.6.1.3. Replay Attacks

For a replay attack to be successful, the |logging data woul d need to
first be captured either on-path or diverted to an attacker and | ater
replayed to the recipient.

2.6.1.4. Message Insertion/Deletion/Mdification

Loggi ng data could be injected, deleted, or nodified by soneone in
control of internediate hosts. Logging data can also be injected by
forging packets fromeither legitimate or illegitimte |P addresses.

2.6.1.5. Man-In-The-M ddl e

A man-in-the-mddle attack attacks the identity of a comunicating
peer rather than the data streamitself. The attacker intercepts
traffic that is sent between the infrastructure device and the

| oggi ng server or traffic sent between the | ogging server and the
dat abase that is used to archive the | ogged data. Any unauthori zed
access to logging information could |l ead to the know edge of private
and proprietary network topology information, which could be used to
conproni se portions of the network. An additional concern is having
access to logging information, which could be deleted or nodified so
as to cover any traces of a security breach

2.6.2. Security Practices

When it cones to filtering, logging is nostly perfornmed on an
exception auditing basis (i.e., traffic that is NOT allowed is
logged). This is to assure that the | ogging servers are not
overwhel med with data, which would render npbst |ogs unusable.
Typically the data | ogged will contain the source and destination IP
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addresses and | ayer 4 port nunbers as well as a tinestanp. The
syslog protocol is used to transfer the | ogged data between the
infrastructure device to the syslog server. Many |SPs use the OOB
managenent network to transfer syslog data since there is virtually
no security perfornmed between the syslog server and the device. Al

| SPs have nultiple syslog servers - sone | SPs choose to use separate
syslog servers for varying infrastructure devices (i.e., one syslog
server for backbone routers, one syslog server for custoner edge
routers, etc.)

The tinmestanp is derived from NTP, which is generally configured as a
flat hierarchy at stratunl and stratunR2 to have | ess configuration
and | ess mai ntenance. Consistency of configuration and redundancy is
the primary goal. Each router is configured with several stratundl
server sources, which are chosen to ensure that proper NTP tine is
avail abl e, even in the event of varying network outages.

In addition to logging filtering exceptions, the followng is
typically | ogged: routing protocol state changes, all device access
(regardl ess of authentication success or failure), all commands

i ssued to a device, all configuration changes, and all router events
(boot -up/flaps).

The main function of any of these |og nessages is to see what the
device is doing as well as to try and ascertain what certain
mal i ci ous attackers are trying to do. Since syslog is an unreliable
protocol, when routers boot or |ose adjacencies, not all nessages
will get delivered to the renpte syslog server. Sone vendors nay

i mpl enent syslog buffering (e.g., buffer the nmessages until you have
a route to the syslog destination), but this is not standard.
Therefore, operators often have to | ook at |ocal syslog information
on a device (which typically has very little nenory allocated to it)
to nmake up for the fact that the server-based syslog files can be

i nconplete. Some |SPs also put in passive devices to see routing
updates and wi thdrawal s and do not rely solely on the device for |og
files. This provides a backup mechanismto see what is going on in
the network in the event that a device may 'forget’ to do syslog if
the CPU is busy.

The logs fromthe various syslog server devices are generally
transferred i nto databases at a set interval that can be anywhere
fromevery 10 minutes to every hour. One ISP uses Rsync to push the
data into a database, and then the information is sorted manual ly by
someone SSH ing to that database.
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2.6.3. Security Services
0o User Authentication - Not applicable.
o User Authorization - Not applicable.

o Data Oigin Authentication - Not inplenented.

0 Access Control - Filtering on |ogging host and server |P address
to ensure that syslog information only goes to specific syslog
host s.

0o Data Integrity - Not inplenented.
o Data Confidentiality - Not inplenented.
0 Auditing/Logging - This entire section deals with | ogging.

o DoS Mtigation - An OOB nanagenent systemis used and sonetines
different syslog servers are used for |ogging information from
varying equi pment. Exception logging tries to keep information to
a mni mum

2.6.4. Additional Considerations

There is no security with syslog and | SPs are fully cogni zant of

this. |IPsec is considered too operationally expensive and cunbersone
to deploy. Syslog-ng and stunnel are being | ooked at for providing
better authenticated and integrity-protected solutions. Mechanisns
to prevent unauthorized personnel fromtanpering with logs is
constrained to auditing who has access to the | oggi ng servers and
files.

| SPs expressed requirenents for nore than just UDP sysl og.
Additionally, they would Iike nore granular and flexible facilities
and priorities, i.e., specific logs to specific servers. Al so, a
conmon format for reporting standard events so that nodifying parsers
after each upgrade of a vendor device or software is not necessary.

2.7. Filtering Considerations

Al though filtering has been covered under many of the previous
sections, this section will provide some nore insights to the
filtering considerations that are currently being taken into account.
Filtering is now being categorized into three specific areas: data

pl ane, managenent plane, and routing control plane.
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2.7.1. Data Plane Filtering

Data plane filters control the traffic that traverses through a
device and affects transit traffic. Mst |SPs deploy these kinds of
filters at customer facing edge devices to nitigate spoofing attacks
usi ng BCP38 and BCP84 gui del i nes.

2.7.2. Managenent Plane Filtering

Managenent filters control the traffic to and froma device. Al of
the protocols that are used for device managenment fall under this
category and include: SSH, Telnet, SNWP, NTP, HITP, DNS, TFTP, FTP,
SCP, and Syslog. This type of traffic is often filtered per
interface and i s based on any conbi nati on of protocol, source and
destination I P address, and source and destination port nunber. Sone
devi ces support functionality to apply nmanagenent filters to the
device rather than to the specific interfaces (e.g., receive ACL or
| oopback interface ACL), which is gaining w der acceptance. Note
that logging the filtering rules can today place a burden on many
systens and nore granularity is often required to nore specifically
| og the required exceptions.

Any services that are not specifically used are turned off.

| Pv6 networks require the use of specific | CVP nessages for proper
protocol operation. Therefore, |CWVP cannot be conpletely filtered to
and froma device. Instead, granular 1CWv6 filtering is always

depl oyed to allow for specific | CMPv6 types to be sourced or destined
to a network device. A good guideline for IPv6 filtering is in the
Recommendations for Filtering | CVMPv6 Messages in Firewalls [ICVWPv6].

2.7.3. Routing Control Plane Filtering

Routing filters are used to control the flow of routing information
In 1 Pv6 networks, sone providers are liberal in accepting /48s due to
the still unresolved rmultihoning i ssues, while others filter at

al | ocation boundaries, which are typically at /32. Any announcenent
received that is longer than a /48 for IPv6 routing and a /24 for
IPv4 routing is filtered out of eBGP. Note that this is for
non-customer traffic. Mst ISPs will accept any agreed upon prefix
length fromits custoner(s).

2.8. Denial -of -Service Tracki ng/ Traci ng
Deni al -of - Service attacks are an ever-increasing problemand require
vast amounts of resources to conbat effectively. Sone large |SPs do

not concern thenselves with attack streans that are less than 1Gin
bandwi dth - this is on the |arger pipes where 1Gis essentially |ess
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than 5% of an offered load. This is largely due to the |arge anpunts
of DoS traffic, which continually requires investigation and
mtigation. At last count, the nunber of hosts making up | arge

di stributed DoS botnets exceeded 1 million hosts.

New t echni ques are continually evolving to autonate the process of
detecting DoS sources and mitigating any adverse effects as quickly
as possible. At this time, I1SPs are using a variety of mitigation

t echni ques including: sinkhole routing, black hole triggered routing,
URPF, rate limiting, and specific control plane traffic enhancenents.
Each of these techniques will be detail ed bel ow.

2.8.1. Sinkhole Routing

Si nkhol e routing refers to injecting a nore specific route for any

known attack traffic, which will ensure that the malicious traffic is
redirected to a valid device or specific systemwhere it can be
anal yzed.

2.8.2. Black Hole Triggered Routing

Bl ack hole triggered routing (also referred to as Renpte Triggered
Black Hole Filtering) is a technique where the BGP routing protoco

is used to propagate routes which in turn redirects attack traffic to
the null interface where it is effectively dropped. This technique
is often used in large routing infrastructures since BGP can
propagate the information in a fast, effective manner, as opposed to
usi ng any packet-based filtering techni ques on hundreds or thousands
of routers (refer to the followi ng NANOG presentation for a nore
conpl ete description http://ww. nanog. or g/ nt g- 0402/ pdf / nor r ow. pdf) .

Note that this black-holing technique may actually fulfill the goa
of the attacker if the goal was to instigate black-holing traffic
that appeared to conme froma certain site. On the other hand, this
bl ack hol e techni que can decrease the collateral damage caused by an
overly large attack ained at sonething other than critical services.

2.8.3. Unicast Reverse Path Forwarding

Uni cast Reverse Path Forwarding (uRPF) is a nmechanismfor validating
whet her or not an inconing packet has a legitimte source address.

It has two nodes: strict nmode and | oose node. In strict node, uRPF
checks whet her the incomi ng packet has a source address that natches
a prefix in the routing table, and whether the interface expects to
receive a packet with this source address prefix. If the incom ng
packet fails the unicast RPF check, the packet is not accepted on the
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incomng interface. Loose node uRPF is not as specific and the
i nconi ng packet is accepted if there is any route in the routing
table for the source address.

Whi |l e BCP84 [ RFC3704] and a study on uRPF experiences [BCP84- URPF]
detail how asynmetry, i.e., multiple routes to the source of a
packet, does not preclude applying feasible paths strict uRPF, it is
general ly not used on interfaces that are likely to have routing
asymetry. Usually for the larger |ISPs, uRPF is placed at the
custoner edge of a network.

2.8.4. Rate Limting

Rate limting refers to allocating a specific anmobunt of bandw dth or
packets per second to specific traffic types. This technique is
widely used to nitigate well-known protocol attacks such as the

TCP- SYN attack, where a |arge nunber of resources get allocated for
spoofed TCP traffic. Al though this techni que does not stop an
attack, it can sonetinmes | essen the damage and inpact on a specific
service. However, it can also nake the inpact of a DoS attack much
worse if the rate limting is inpacting (i.e., discarding) nore
legitinmate traffic.

2.8.5. Specific Control Plane Traffic Enhancements

Sone | SPs are starting to use capabilities that are available from
sone vendors to sinplify the filtering and rate limting of control
traffic. Control traffic here refers to the routing control plane
and managenent plane traffic that requires CPU cycles. A DoS attack
agai nst any control plane traffic can therefore be much nore danagi ng
to a critical device than other types of traffic. No consistent

depl oynment of this capability was found at the tinme of this witing.

3. Security Considerations

This entire docunment deals with current security practices in |arge
| SP environnents. It lists specific practices used in today’s
environnents and as such, does not in itself pose any security risk
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App

Kae

endi x A.  Protocol Specific Attacks

This section will list many of the traditional protocol-based attacks
that have been observed over the years to cause nal forned packets
and/ or exploit protocol deficiencies. Note that they all exploit
vulnerabilities in the actual protocol itself and often, additional
aut hentication and auditing mechani snms are now used to detect and
mtigate the inpact of these attacks. The list is not exhaustive,

but is a fraction of the representati on of what types of attacks are
possi bl e for varying protocols.

Layer 2 Attacks
0 ARP Fl oodi ng
| Pv4 Protocol -Based Attacks

o | P Addresses, either source or destination, can be spoofed which
in turn can circunvent established filtering rules.

0 |P Source Route Option can allows attackers to establish stealth
TCP connecti ons.

0 |P Record Route Option can disclose infornmation about the topol ogy
of the network.

o0 |IP header that is too long or too short can cause DoS attacks to
devi ces.

o |IP Timestanp Option can |leak information that can be used to
di scern network behavi or.

o Fragnentation attacks which can vary widely - nore detail ed
i nformati on can be found at http://www«src.lip6.fr/honepages/
Fabri ce. Legond- Aubry/ www. ouah. or g/ fragma. htnl .

o IP ToS field (or the Differentiated Services (DSCP) field) can be
used to reroute or reclassify traffic based on specified
precedence.

o |P checksumfield has been used for scanning purposes, for exanple
when sone firewalls did not check the checksum and al | owed an
attacker to differentiate when the response cane from an end-
system and when froma firewall

o IP TTL field can be used to bypass certain network-based intrusion
detection systens and to nmap network behavi or.
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A.2.1. Higher Layer Protocol Attacks

The following lists additional attacks, but does not explicitly
nunerate themin detail. It is for informational purposes only.

o | GW oversized packet

o | CWP Source Quench

o | CWP Mask Request

o | CW Large Packet (> 1472)

o | CWP Oversized packet (>65536)

o | CW Flood

o | CWP Broadcast w Spoofed Source (Smurf Attack)
o |CW Error Packet Flood

o | CWP Spoofed Unreachabl e

0 TCP Packet without Flag

o TCP Oversized Packet

o TCP FINDit with no ACK bit

0 TCP Packet with URG OOB flag (Nuke Attack)
0 SYN Fragnents

o SYN Fl ood

o SYNwth IP Spoofing (Land Attack)

o SYN and FIN bits set

0 TCP port scan attack

o0 UDP spoofed broadcast echo (Fraggle Attack)

o UDP attack on diagnostic ports (Pepsi Attack)
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A.3. |Pv6 Attacks

Any of the above-nentioned | Pv4 attacks could be used in | Pv6
networks with the exception of any fragnmentati on and broadcast
traffic, which operate differently in IPv6. Note that all of these
attacks are based on either spoofing or msusing any part of the
protocol field(s).

Today, |Pv6-enabl ed hosts are starting to be used to create |Pv6
tunnel s, which can effectively hide botnet and other malicious
traffic if firewalls and network flow collection tools are not
capabl e of detecting this traffic. The security measures used for
protecting I Pv6 infrastructures should be the sane as in |Pv4
networ ks, but with additional considerations for |IPv6 network
operations, which may be different from | Pv4.
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