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Abstract

Ful | use of electronic mail throughout the world requires that people
be able to use their own names, witten correctly in their own

| anguages and scripts, as muailbox nanes in enmail addresses. This
docunent introduces a series of specifications that define mechani sns
and protocol extensions needed to fully support internationalized
enmai | addresses. These changes include an SMIP extensi on and
extensi on of enmil header syntax to accommobdate UTF-8 data. The
docunent set al so includes discussion of key assunptions and issues
in deploying fully internationalized email
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1.

1.

1.

| nt roducti on

In order to use internationalized email addresses, we need to

i nternationalize both the domain part and the |ocal part of enai
addresses. The donmin part of email addresses is already

i nternationalized [ RFC3490], while the local part is not. Wthout
the extensions specified in this docunent, the mail box nane is
restricted to a subset of 7-bit ASCI| [RFC2821]. Though M ME

[ RFC2045] enabl es the transport of non-ASCI| data, it does not
provide a nmechanismfor internationalized email addresses. In RFC
2047 [ RFC2047], M ME defines an encodi ng mechani sm for sone specific
nmessage header fields to accommpdate non-ASCI| data. However, it
does not pernit the use of email addresses that include non- ASCl
characters. Wthout the extensions defined here, or some equival ent
set, the only way to incorporate non-ASClI| characters in any part of
emai | addresses is to use RFC 2047 coding to enbed themin what RFC
2822 [ RFC2822] calls the "display name" (known as a "nane phrase" or
by other terns el sewhere) of the relevant headers. Information coded
into the display name is invisible in the nessage envel ope and, for
many purposes, is not part of the address at all.

1. Role of This Specification

Thi s docunent presents the overview and franmework for an approach to
the next stage of emmil internationalization. This new stage
requires not only internationalization of addresses and headers, but
al so associ ated transport and delivery nodels.

Thi s docunent provides the franework for a series of experinenta
specifications that, together, provide the details for a way to

i npl enent and support internationalized email. The docunent itself
descri bes how the various elenments of email internationalization fit
t oget her and how the rel ati onshi ps anong the vari ous docunments are

i nvol ved.

2. Pr obl em St at ement

Internationalizing Domain Nanes in Applications (IDNA) [ RFC3490]
permits internationalized domai n nanmes, but depl oynent has not yet
reached nost users. One of the reasons for this is that we do not
yet have fully internationalized nam ng schenes. Domain nanes are
just one of the various nanes and identifiers that are required to be
internationalized. In many contexts, until nore of those identifiers
are internationalized, internationalized domain nanes al one have
little val ue.

Emai | addresses are prine exanples of why it is not good enough to
just internationalize the domain name. As nost of us have | earned
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from experience, users strongly prefer email addresses that resenble
nanes or initials to those involving seeningly nmeani ngl ess strings of
letters or nunbers. Unless the entire email address can use famliar
characters and formats, users will perceive email as being culturally
unfriendly. |If the names and initials used in emai|l addresses can be
expressed in the native | anguages and witing systens of the users,
the Internet will be perceived as nore natural, especially by those
whose native |l anguage is not witten in a subset of a Roman-derived
script.

Internationalization of email addresses is not nerely a matter of
changi ng the SMIP envel ope; or of nodifying the From To, and Cc
headers; or of permtting upgraded Mail User Agents (MJAs) to decode
a special coding and respond by displaying |ocal characters. To be
percei ved as usabl e, the addresses nmust be internationalized and
handl ed consistently in all of the contexts in which they occur.

This requirenment has far-reaching inplications: collections of

pat ches and wor karounds are not adequate. Even if they were
adequat e, a wor karound- based approach may result in an assortnent of

i npl ementations with different sets of patches and wor karounds havi ng
been applied with consequent user confusion about what is actually
usabl e and supported. Instead, we need to build a fully
internationalized email environnent, focusing on permtting efficient
conmuni cati on anong those who share a | anguage or other comunity.
That, in turn, inplies changes to the mail header environment to
permt the full range of Unicode characters where that nmakes sense,
an SMIP Extension to permt UTF-8 [RFC3629] nmil addressing and
delivery of those extended headers, and (finally) a requirenent for
support of the 8BI TM ME SMIP ext ensi on [ RFC1652] so that all of these
can be transported through the mail system w thout having to overcomne
the limtation that headers do not have content-transfer-encodings.

1.3. Terminol ogy

Thi s docunent assunes a reasonabl e understandi ng of the protocols and
term nol ogy of the core emnil standards as docunented in [ RFC2821]
and [ RFC2822] .

Muich of the description in this docunment depends on the abstractions
of "Mail Transfer Agent" ("MIA") and "Ml User Agent" ("MJA").
However, it is inportant to understand that those terns and the
underlying concepts postdate the design of the Internet’s enai
architecture and the application of the "protocols on the wire"
principle toit. That email architecture, as it has evolved, and the
"wire" principle have prevented any strong and standardi zed

di stinctions about how MIAs and MJAs interact on a given origin or
destination host (or even whether they are separate).

Klensin & Ko I nf or mat i onal [ Page 4]



RFC 4952 EAl  Framewor k July 2007

However, the term"final delivery MIA" is used in this docunent in a
fashion equivalent to the term"delivery systent or "final delivery
system of RFC 2821. This is the SMIP server that controls the
format of the local parts of addresses and is permitted to inspect
and interpret them It receives nessages fromthe network for
delivery to mail boxes or for other |ocal processing, including any
forwarding or aliasing that changes envel ope addresses, rather than
relaying. Fromthe perspective of the network, any local delivery
arrangenents such as saving to a nessage store, handoff to specific
nmessage delivery prograns or agents, and mechani snms for retrieving
nmessages are all "behind" the final delivery MIA and hence are not
part of the SMIP transport or delivery process.

In this docunment, an address is "all-ASCII", or just an "ASCl
address", if every character in the address is in the ASCI| character
repertoire [ASCII]; an address is "non-ASCI1", or an "i 18n-address",

if any character is not in the ASCI| character repertoire. Such
addresses may be restricted in other ways, but those restrictions are

not relevant to this definition. The term"all-ASCII" is also
applied to other protocol elenents when the distinction is inportant,
with "non-ASCI 1" or "internationalized" as its opposite.

The unbrella termto describe the enail address internationalization
specified by this docunent and its conpani on docunents is "UTF8SMIP".
For exampl e, an address permitted by this specification is referred
to as a "UTF8SMIP (conpliant) address".

Pl ease note that, according to the definitions given here, the set of
all "all-ASCII" addresses and the set of all "non-ASCI|" addresses
are nutual ly exclusive. The set of all UTF8SMIP addresses is the

uni on of these two sets.

An "ASCI| user" (i) exclusively uses email addresses that contain
ASCI| characters only, and (ii) cannot generate recipient addresses
that contain non-ASCI| characters.

An "i18nmil user" has one or nore non-ASCI| enmil addresses. Such a
user may have ASCI| addresses too; if the user has nore than one
emai | account and a correspondi ng address, or nore than one alias for
t he sane address, he or she has some nethod to choose which address
to use on outgoing enail. Note that under this definition, it is not
possible to tell froman ASCI|I address if the owner of that address
is an i18mail user or not. (A non-ASClI| address inplies a belief
that the owner of that address is an i18mail user.) There is no such
thing as an "i 18mai |l nessage"; the termapplies only to users and
their agents and capabilities.
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A "nmessage" is sent fromone user (sender) using a particular enai
address to one or nore other recipient email addresses (often
referred to just as "users" or "recipient users").

A"mailing list" is a nechani smwhereby a nessage nay be distributed
to multiple recipients by sending it to one recipient address. An
agent (typically not a human being) at that single address then
causes the nessage to be redistributed to the target recipients.
This agent sets the envel ope return address of the redistributed
nmessage to a different address fromthat of the original single

reci pient nessage. Using a different envel ope return address
(reverse-path) causes error (and other automatically generated)
nmessages to go to an error handling address.

As specified in RFC 2821, a nessage that is undeliverable for sone
reason is expected to result in notification to the sender. This can
occur in either of two ways. One, typically called "Rejection",
occurs when an SMIP server returns a reply code indicating a fatal
error (a "5yz" code) or persistently returns a tenporary failure
error (a "4yz" code). The other involves accepting the nessage
during SMIP processing and then generating a nessage to the sender
typically known as a "Non-delivery Notification" or "NDN'. Current
practice often favors rejection over NDNs because of the reduced

i kelihood that the generation of NDNs will be used as a spamm ng
technique. The latter, NDN, case is unavoidable if an internediate
MI'A accepts a nmessage that is then rejected by the next-hop server

The pronouns "he" and "she" are used interchangeably to indicate a
human of indeterm nate gender.

The key words "MJST", "SHALL", "REQUI RED', "SHOULD', " RECOVMENDED',
and "MAY" in this docunent are to be interpreted as described in RFC
2119 [ RFC2119].

2. Overview of the Approach

This set of specifications changes both SMIP and the fornat of enui
headers to permt non-ASCI| characters to be represented directly.
Each inportant conponent of the work is described in a separate
docunent. The docunent set, whose nmenbers are described in the next
section, also contains informational docunents whose purpose is to
provi de i npl ementation suggesti ons and gui dance for the protocols.

3. Docunent Pl an

In addition to this docunent, the foll ow ng docunents nake up this
speci fication and provi de advice and context for it.
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0 SMIP extensions. This docunent [EAI-SMIPext] provides an SMIP
extension for internationalized addresses, as provided for in RFC
2821.

o0 Email headers in UTF-8. This docunent [EAI-UTF8] essentially
updates RFC 2822 to permt sone information in enmail headers to be
expressed directly by Unicode characters encoded in UTF-8 when the
SMIP ext ensi on descri bed above is used. This docunent, possibly
with one or nore supplenental ones, will also need to address the
interactions with MM, including relationships between UTF8SMIP
and i nternal M ME headers and content types.

0o In-transit downgrading frominternationalized addressing with the
SMIP extension and UTF-8 headers to traditional email formats and
characters [EAl-downgrade]. Downgrading either at the point of
nmessage origination or after the mail has successfully been
received by a final delivery SMIP server involve different
constraints and possibilities; see Section 4.3 and Section 5,
bel ow. Processing that occurs after such final delivery,
particularly processing that is involved with the delivery to a
mai | box or nessage store, is sonetinmes called "Message Delivery”
processi ng.

0 Extensions to the | MAP protocol to support internationalized
headers [ EAl -i map].

o Parallel extensions to the POP protocol [EAI-pop].

o Description of internationalization changes for delivery
notifications (DSNs) [EAI-DSN] .

0 Scenarios for the use of these protocols [EAl-scenarios].
4. Overview of Protocol Extensions and Changes
4.1. SMIP Extension for Internationalized Email Address

An SMTIP extension, "UTF8SMIP" is specified as foll ows:

0 Pernmits the use of UTF-8 strings in email addresses, both [|ocal
parts and domai n nanes.

0 Pernmits the selective use of UTF-8 strings in enail headers (see
Section 4.2).
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0 Requires that the server advertise the 8Bl TM ME ext ensi on
[ RFC1652] and that the client support 8-bit transm ssion so that
header information can be transmitted w thout using special
content -transfer-encodi ng.

o Provides information to support downgradi ng mechani sns.

Sone general principles affect the devel opnent deci sions underlying
this work.

1. Email addresses enter subsystens (such as a user interface) that
may perform charset conversions or other encoding changes. Wen
the left hand side of the address includes characters outside the
US-ASCI | character repertoire, use of punycode on the right hand
side is discouraged to pronote consistent processing of
characters throughout the address.

2. An SMIP rel ay nust

* Either recognize the format explicitly, agreeing to do so via
an ESMIP opti on,

* Select and use an ASCI|-only address, downgradi ng other
i nformati on as needed (see Section 4.3), or

* Reject the nmessage or, if necessary, return a non-delivery
notification nessage, so that the sender can nake anot her
pl an.

I f the nessage cannot be forwarded because the next-hop system
cannot accept the extension and insufficient information is
available to reliably downgrade it, it MJST be rejected or a non-
delivery nessage generated and sent.

3. Inthe interest of interoperability, charsets other than UTF-8
are prohibited in nail addresses and headers. There is no
practical way to identify them properly with an extension sinilar
to this wthout introducing great conplexity.

Confornmance to the group of standards specified here for enai
transport and delivery requires inplenentation of the SMIP Extension
speci fication, including recognition of the keywords associated with
al ternate addresses, and the UTF-8 Header specification. Support for
downgrading is not required, but, if inplenented, MJST be inpl emented
as specified. Simlarly, if the systeminplenents | MAP or POP, it
MUST conformto the i18n | MAP or POP specifications respectively.
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4.2. Transm ssion of Email Header Fields in UTF-8 Encoding

There are many places in MJAs or in a user presentation in which
enai | addresses or domai n names appear. Exanples include the
conventional From To, or Cc header fields; Message-1D and

I n- Repl y-To header fields that normally contain domai n nanes (but
that nay be a special case); and in nmessage bodies. Each of these
nmust be exami ned froman internationalization perspective. The user
will expect to see nmail box and domain nanes in |ocal characters, and
to see themconsistently. [If non-obvious encodings, such as
protocol -specific ASCII-Conpati bl e Encoding (ACE) variants, are used,
the user will inevitably, if only occasionally, see themrather than
"native" characters and will find that disconfiting or astonishing.
Simlarly, if different codings are used for mail transport and
nmessage bodies, the user is particularly likely to be surprised, if
only as a consequence of the |ong-established "things | eak"
principle. The only practical way to avoid these sources of
disconfort, in both the nediumand the longer term is to have the
encodi ngs used in transport be as similar to the encodings used in
nmessage headers and nessage bodi es as possi bl e.

Wien enmai|l |ocal parts are internationalized, it seens clear that
they shoul d be acconpani ed by arrangenents for the enmail headers to
be in the fully internationalized form That form should presunably
use UTF-8 rather than ASCII as the base character set for the
contents of header fields (protocol elenents such as the header field
nanmes thenmselves will remain entirely in ASCIl). For transition

pur poses and conpatibility with | egacy systens, this can done by
extendi ng the encodi ng nodel s of [ RFC2045] and [ RFC2231]. However,
our target should be fully internationalized headers, as discussed in
[ EAl - UTF8] .

4.3. Downgradi ng Mechani sm for Backward Conpatibility

As with any use of the SMIP extension nechanism there is always the
possibility of a client that requires the feature encountering a
server that does not support the required feature. 1In the case of
emai | address and header internationalization, the risk should be
mninized by the fact that the selection of subnission servers are
presumabl y under the control of the sender’s client and the sel ection
of potential internediate relays is under the control of the

adm ni stration of the final delivery server.

For situations in which a client that needs to use UTF8SMIP

encounters a server that does not support the extension UTF8SMIP
there are two possibilities:
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0 Reject the nessage or generate and send a non-delivery nessage,
requiring the sender to resubmit it with traditional-format
addresses and headers.

0o Figure out a way to downgrade the envel ope or nmessage body in
transit. Especially when internationalized addresses are
i nvol ved, downgrading will require that all-ASCH| addresses be
obt ai ned from sone source. An optional extension paraneter is
provided as a way of transmitting an alternate address. Downgrade
i ssues and a specification are discussed in [EAl-downgrade].

(The client can also try an alternate next-hop host or requeue the
nmessage and try later, on the assunption that the lack of UTF8SMIP is
a transient failure; since this ultimately resolves to success or
failure, it doesn’t change the di scussion here.)

The first of these two options, that of rejecting or returning the
nmessage to the sender MAY al ways be chosen.

If a UTF8SMIP capable client is sending a nmessage that does not
require the extended capabilities, it SHOULD send the nmessage whet her
or not the server announces support for the extension. In other
words, both the addresses in the envel ope and the entire set of
headers of the nmessage are entirely in ASCI| (perhaps including
encoded words in the headers). |In that case, the client SHOULD send
t he nessage whether or not the server announces the capability
speci fi ed here.

5. Downgradi ng before and after SMIP Transacti ons

In addition to the in-transit downgrades di scussed above, downgradi ng
may al so occur before or during the initial nessage subnission or
after the delivery to the final delivery MIA. Because these cases
have a different set of available information fromin-transit cases,
the constraints and opportunities my be sonewhat different too.
These two cases are discussed in the subsections bel ow

5.1. Downgrading before or during Message Subm ssion

Per haps obvi ously, the nost convenient tinme to find an ASCI| address
corresponding to an internationalized address is at the originating
MJA. This can occur either before the nmessage is sent or after the
internationalized formof the nessage is rejected. It is also the
nmost convenient tinme to convert a nessage fromthe internationalized
forminto conventional ASCII formor to generate a non-delivery
nmessage to the sender if either is necessary. At that point, the
user has a full range of choices avail able, including contacting the
i ntended recipient out of band for an alternate address, consulting
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appropriate directories, arranging for translation of both addresses
and nmessage content into a different | anguage, and so on. Wile it
is natural to think of nessage downgrading as optimally being a
fully-automat ed process, we should not underestinmate the capabilities
of a user of at |east nobderate intelligence who wi shes to comruni cate
wi th anot her such user

In this context, one can easily imagine nodifications to nmessage

subm ssion servers (as described in [RFC4409]) so that they would

per f orm downgr adi ng, or perhaps even upgradi ng, operations, receiving
nmessages with one or nore of the internationalization extensions

di scussed here and adapting the outgoi ng nessage, as needed, to
respond to the delivery or next-hop environment it encounters.

5.2. Downgrading or Oher Processing After Final SMIP Delivery

When an enmil nessage is received by a final delivery SMIP server, it
is usually stored in some form Then it is retrieved either by
software that reads the stored formdirectly or by client software
via sonme email retrieval mechani sms such as POP or | MAP

The SMIP extension described in Section 4.1 provides protection only
intransport. It does not prevent MJAs and ermil retrieva
nmechani sns that have not been upgraded to understand

i nternationalized addresses and UTF-8 headers from accessing stored
i nternationalized emnils.

Since the final delivery SMIP server (or, to be nore specific, its
correspondi ng nail storage agent) cannot safely assune that agents
accessing email storage will always be capable of handling the
extensi ons proposed here, it MAY either downgrade internationalized
emails or specially identify nessages that utilize these extensions,
or both. If this is done, the final delivery SMIP server SHOULD

i nclude a nechanismto preserve or recover the original
internationalized fornms without information |oss to support access by
UTF8SMIP- awar e agents.

6. Additional |ssues
This section identifies issues that are not covered as part of this
set of specifications, but that will need to be considered as part of
depl oynment of ermmil address and header internationalization.

6.1. Inpact on URIs and IRI's
The mailto: schema defined in [ RFC2368] and di scussed in the

Internationalized Resource ldentifier (IRl) specification [ RFC3987]
may need to be nodified when this work is conpleted and standardi zed.
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6.2. Interaction with Delivery Notifications

The advent of UTF8SMIP wi Il nake necessary consideration of the
interaction with delivery notification mechanisns, including the SMIP
extension for requesting delivery notifications [RFC3461], and the
format of delivery notifications [RFC3464]. These issues are

di scussed in a forthcom ng docunent that will update those RFCs as
needed [ EAI - DSN] .

6.3. Use of Enmmil Addresses as ldentifiers

There are a nunber of places in contenporary Internet usage in which
emai | addresses are used as identifiers for individuals, including as
identifiers to Web servers supporting sone el ectronic comerce sites.
These docunents do not address those uses, but it is reasonable to
expect that some difficulties will be encountered when
internationalized addresses are first used in those contexts, many of
whi ch cannot even handle the full range of addresses pernitted today.

6.4. Encoded Wrds, Signed Messages, and Downgradi ng

One particular characteristic of the email format is its persistency:
MJUAs are expected to handl e nessages that were originally sent
decades ago and not just those delivered seconds ago. As such, MJAs
and mai|l filtering software, such as that specified in Sieve

[ RFC3028], will need to continue to accept and decode header fields
that use the "encoded word" nechani sm[RFC2047] to accommopdat e

non- ASClI | characters in sone header fields. While extensions to both
POP3 and | MAP have been proposed to enabl e automatic EAl-upgrade --

i ncl udi ng RFC 2047 decoding -- of nessages by the POP3 or | VAP
server, there are nessage structures and M ME content-types for which
that cannot be done or where the change woul d have unaccept abl e side
ef fects.

For exampl e, nessage parts that are cryptographically signed, using
e.g., SSIMM: [RFC3851] or Pretty Good Privacy (PGP) [RFC3156], cannot
be upgraded fromthe RFC 2047 formto normal UTF-8 characters wi thout
breaking the signature. Sinmlarly, nessage parts that are encrypted
may contain, when decrypted, header fields that use the RFC 2047
encodi ng; such nmessages cannot be 'fully’ upgraded w thout access to
crypt ographi ¢ keys.

Simlar issues may arise if signed nessages are downgraded in transit
[ EAl - downgr ade] and then an attenpt is nade to upgrade themto the
original formand then verify the signatures. Even the very subtle
changes that may result fromalgorithns to downgrade and then upgrade
again may be sufficient to invalidate the signatures if they inpact
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either the prinmary or M ME bodypart headers. Wen signhatures are
present, downgradi ng nust be perforned with extrene care if at all

6.5. Oher Uses of Local Parts

Local parts are sonetinmes used to construct domain |abels, e.g., the
| ocal part "user" in the address user @onai n. exanpl e coul d be
converted into a vanity host user.donain.exanple with its Wb space
at <http://user.donain. exanpl e> and the catchall addresses

any. t hi ng. goes@iser . donai n. exanpl e.

Such schemes are obviously limted by, anong other things, the SMIP
rules for domain nanes, and will not work without further
restrictions for other local parts such as the <utf8-Iocal-part>
specified in [EA -UTF8]. Wiether this issue is relevant to these
specifications is an open question. It may be sinply another case of
the considerable flexibility accorded to delivery MIAs in determ ning
the mail box names they will accept and how they are interpreted.

6.6. Non-Standard Encapsul ati on Formats

Sone applications use fornmats sinmilar to the application/ nbox format
defined in [ RFC4155] instead of the nessage/di gest RFC 2046, Section
5.1.5 [RFC2046] formto transfer nultiple nmessages as single units.

I nsof ar as such applications assune that all stored nessages use the
nmessage/ rfc822 RFC 2046, Section 5.2.1 [RFC2046] format with US-ASCl
headers, they are not ready for the extensions specified in this
series of docunments and special measures nay be needed to properly
detect and process them

7. Experinmental Targets

In addition to the sinple question of whether the nodel outlined here
can be made to work in a satisfactory way for upgraded systens and
provi de adequate protection for un-upgraded ones, we expect that
actually working with the systens will provide answers to two
addi ti onal questions: what restrictions such as character lists or
normal i zati on should be placed, if any, on the characters that are
permitted to be used in address |local -parts and how useful, in
practice, will downgrading turn out to be given whatever restrictions
and constraints that nust be placed upon it.

8. | ANA Consi derati ons
Thi s overview description and franmework docunent does not contenpl ate
any | ANA registrations or other actions. Sonme of the docunments in

the group have their own | ANA consi derations sections and
requirenments.
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9.

Security Considerations

Any expansion of pernitted characters and encoding forns in emnil
addresses rai ses sone risks. There have been di scussions on so
called "I DN spoofing"” or "IDN honograph attacks". These attacks
all ow an attacker (or "phisher") to spoof the donmain or URLs of
busi nesses. The sanme kind of attack is also possible on the I ocal
part of internationalized enail addresses. |t should be noted that
t he proposed fix involving forcing all displayed elenments into
normal i zed | ower-case works for domain nanmes in URLs, but not enai

| ocal parts since those are case sensitive.

Since emai|l addresses are often transcribed from busi ness cards and
notes on paper, they are subject to problens arising from confusable
characters (see [ RFC4690]). These problens are sonewhat reduced if
the domain associated with the mail box i s unanbi guous and supports a
relatively small nunber of nmil boxes whose nanes follow | ocal system
conventions. They are increased with very large mail systens in

whi ch users can freely select their own addresses.

The internationalization of ermail addresses and headers nust not

| eave the Internet | ess secure than it is without the required
extensions. The requirenents and nmechani sns docunmented in this set
of specifications do not, in general, raise any new security issues.
They do require a review of issues associated with confusable
characters -- a topic that is being explored thoroughly el sewhere
(see, e.g., [RFC4690]) -- and, potentially, sone issues with UTF-8
normal i zati on, discussed in [RFC3629], and other transfornations.
Nor mal i zati on and ot her issues associated with transformations and
standard forns are al so part of the subject of ongoing work discussed
in [Net-Unicode], in [IDNAbis-BID] and el sewhere. Sone issues
specifically related to internationalized addresses and headers are
di scussed in nore detail in the other docunents in this set.
However, in particular, caution should be taken that any
"downgr adi ng" nechani sm or use of downgraded addresses, does not

i nappropriately assune authenticated bi ndi ngs between the

i nternationalized and ASCI| addresses.

The new UTF-8 header and nessage formats nmight al so raise, or
aggravate, another known issue. |If the nodel creates new fornms of an
"invalid or 'mal formed nessage, then a new enmil attack is created:
in an effort to be robust, sone or nobst agents will accept such
nmessage and interpret themas if they were well-fornmed. |If a filter
interprets such a nmessage differently than the final MJA then it may
be possible to create a nmessage that appears acceptabl e under the
filter's interpretation but should be rejected under the
interpretation given to it by the final MJA. Such attacks al ready
exi st for existing nmessages and encoding | ayers, e.g., invalid MM
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syntax, invalid HTM. markup, and invalid coding of particular inage
t ypes.

Model s for the "downgradi ng" of nessages or addresses from UTF-8 form
to sone ASCII form including those described in [EAl-downgrade],

pose anot her special problemand risk. Any systemthat transforns
one address or set of mail header fields into another becones a point
at whi ch spoofing attacks can occur and those who wi sh to spoof
nmessages might be able to do so by initating a nmessage downgraded
fromone with a legitimte original address.

In addition, enmail addresses are used in nmany contexts other than
sending mail, such as for identifiers under various circunstances
(see Section 6.3). Each of those contexts will need to be eval uated,
inturn, to determ ne whether the use of non-ASCII forns is
appropriate and what particul ar issues they raise.

This work will clearly inpact any systens or mechani sns that are
dependent on digital signatures or simlar integrity protection for
mai | headers (see also the discussion in Section 6.4). Many
conventional uses of PGP and S/MME are not affected since they are
used to sign body parts but not headers. On the other hand, the
devel opi ng work on dormain keys identified mail (DKIM[DKIMCharter])

will eventually need to consider this work and vice versa: while this
experinment does not propose to address or solve the issues raised by
DKI M and ot her signed header nechanisnms, the issues will have to be
coordi nated and resol ved eventually if the two sets of protocols are
to co-exist. In addition, to the degree to which email addresses
appear in PKI (Public Key Infrastructure) certificates, standards
addressing such certificates will need to be upgraded to address
these internationalized addresses. Those upgrades will need to

address questions of spoofing by |ook-alikes of the addresses
t hensel ves.
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