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Abstract

This nenp provides an anal ysis of the architectural aspects of

mul ti-honi ng support for the I Pv6 protocol suite. The purpose of
this analysis is to provide a taxonony for classification of various
proposed approaches to nulti-homng. It is also an objective of this
exercise to identify common aspects of this donmain of study, and al so
to provide a framework that can all ow exploration of sone of the
further inplications of various architectural extensions that are

i ntended to support multi-hom ng.
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1. Introduction

The objective of this analysis is to allow various techni cal
proposals relating to the support of nulti-honing environnent in |Pv6
to be placed within an architectural taxonony. This is intended to
al l ow these proposals to be classified and conpared in a structured
fashion. It is also an objective of this exercise to identify common
aspects across all proposals within this domain of study, and also to
provide a framework that can allow exploration of some of the further
i nplications of various architectural extensions that are intended to
support multi-honing. The scope of this study is |linited to the |IPv6
protocol suite architecture, although reference is nmade to |IPv4
approaches as required.

2. Term nol ogy

Car e- of Address (CoA)
A uni cast routeable address associated with a nobile node while
visiting a foreign link; the subnet prefix of this IP address is a
foreign subnet prefix. Anmong the nultiple care-of addresses that
a mobil e node nay have at any given tinme (e.g., with different
subnet prefixes), the one registered with the nobile node’' s hone
agent for a given hone address is called its "primary" care-of
addr ess.

Correspondent Node (CN)
A peer node with which a nobile node is communicating. The
correspondent node may be either nobile or stationary.

Endpoi nt
Atermfor the identity for a network host. This is normally
assunmed to be a constant or long-lived associati on.

Endpoint Identity Protocol Stack El ement (ElIP)
An added elenment in a protocol stack nodel that explicitly manages
t he associ ation of |ocators to endpoints.

Horme Address (HoA)
A uni cast routeabl e address assigned to a nobile node, used as the
per manent address of the nobile node. This address is within the
nobi | e node’s honme link. Standard IP routing nechanisns will
del i ver packets destined for a nobile node’s home address to its
hone link. Mbbile nodes can have nultiple honme addresses, for
i nstance, when there are multiple home prefixes on the honme |ink
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Lower Layer Protocol (LLP)
The | ower-1level protocol in the protocol stack nodel relative to
the protocol |ayer being considered. In the Internet
architecture, the LLP of the transport protocol is the Internet
Protocol, and the LLP of the application protocol is the transport
pr ot ocol

Locat or
The term "l ocator" is used as the |location token for a network
host. This is a network-1level address that can be used as a
destination field for |IP packets.

Mobi | e Node
A node that can change its point of attachment fromone link to
another, while still being reachable via its honme address.

Mul ti-Honed Site
A site with nore than one transit provider. "Site nulti-hom ng"
is the practice of arranging a site to be nulti-honed such that
the site nmay use any of its transit providers for connectivity
servi ces.

Re- hom ng
The transition of a site between two states of connectedness, due
to a change in the connectivity between the site and its transit
provi ders.

Site
An entity autononously operating a network using IP.

Site-Exit Router
A boundary router of the site that provides the site’s interface
to one or nore transit providers.

Transit Provider
A provider that operates a site that directly provides
connectivity to the Internet to one or nore external sites. The
connectivity provided extends beyond the transit provider’s own
site. A transit provider's site is directly connected to the
sites for which it provides transit.

Upper Layer Protocol (ULP)
The upper-level protocol in the protocol stack nodel relative to
the protocol |ayer being considered. In the Internet
architecture, the ULP of the Internet Protocol is the transport
protocol, and the ULP of the transport protocol is the application
pr ot ocol
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3. The Multi-Hom ng Space

A sinple fornulation of the site nulti-hom ng environnent is
indicated in Figure 1.
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Figure 1. The Milti-Honmed Donain

The environment of nmulti-homing is intended to provide sufficient
support to local hosts so as to allow |l ocal hosts to exchange IP
packets with rempte hosts, such that this exchange of packets is
transparently supported across dynam ¢ changes in connectivity.
Session resilience inplies that if a local multi-honmed-aware host
establ i shes an application session with the renpote host using "Path
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A", and this path fails, the application session should be mapped
across to "Path B" without requiring any application-visible
re-establishment of the session. In other words, the application
session should not be required to be explicitly aware of underlying
path changes at the |evel of packet forwarding paths chosen by the
network. Established sessions should survive dynam c changes in
networ k-l evel reachability.

There are al so consi derations of providing nechani sns to support
sustained site visibility to support session establishnent.
Sustained site visibility inplies that external attenpts to initiate
a comuni cation with hosts within the site will succeed as long as
there is at | east one viable path between the external host and the
mul ti-honed site. This also inplies that |ocal attenpts to initiate
a comunication with remote hosts should take into account the
current connectivity state in undertaking |ocator selection and
setting up initial |ocator sets.

In addition, there is the potential consideration of being able to
distribute the total traffic |oad across a nunber of network paths
according to sonme predeterm ned policy objective. This nay be to
achieve a formof traffic engineering, support for particular
quality-of -service requirenents, or localized | oad bal anci ng across
mul tiple viable links.

This sinple nmulti-hom ng scenario also includes "site-exit" routers,
where the local site interfaces to the upstreamlInternet transit
providers. The interactions between the external routing system and
the site-exit routers, the interactions between the site-exit routers
and the local nulti-honed host, and the interactions between | ocal
connectivity forwarding and the | ocal host and site exit routers are
not defined a priori in this scenario, as they formpart of the
framework of interaction between the various nulti-hom ng conponents.

The maj or characteristic of this sinple site nulti-homing scenario is
that the address space used by, and advertised as reachable by, ISP A
is distinct fromthe address space used by ISP B

This sinple scenario is intended to illustrate the basic multi-hom ng
environnent. Variations may include additional external providers of
transit connectivity to the local site; conplex site requirenents and
constraints, where the site may not interface uniformy to al

external transit providers; sequential rather than sinultaneous
external transit reachability; conmunication with renote multi-honed
hosts; rmultiway comruni cations; use of host addresses in a
referential context (third-party referrals); and the inposition of
policy constraints on path selection. However, the basic sinple site
mul ti-hom ng scenario is sufficient to illustrate the major
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architectural aspects of support for nulti-homng, so this sinple
scenario will be used as the reference nodel for this analysis.

4. Functional Goals and Consi derations

RFC 3582 [ RFC3582] docunents sonme goals that a multi-hom ng approach
shoul d attenpt to address. These goal s incl ude:

r edundancy

| oad sharing

traffic engineering

policy constraints

sinplicity of approach
transport-1layer survivability
DNS conpatibility

packet filtering capability
scal eability

| egacy conpatibility

* 0% X X X X X X X X

The reader is referred to [RFC3582] for a conplete description of
each of these goals.

In addition, [thinks] docunents further considerations for |Pv6
multi-hom ng. Again, the reader is referred to this docunent for the
detail ed enuneration of these considerations. The general topic
areas considered in this study include:

* interaction with routing systens,

* aspects of a split between endpoint-identifier and forwarding
| ocat or,
changes to packets on the wire, and
the interacti on between nanes, endpoints, and the DNS

I n eval uating various approaches, further considerations also

i ncl ude:
* the role of helpers and agents in the approach,
* nodifications to host behaviours,
* the required trust nodel to support the interactions, and
*

the nature of potential vulnerabilities in the approach
5. Approaches to Milti-Hom ng

There appear to be five generic fornms of architectural approaches to
this problem nanely:
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Rout i ng
Use the I Pv4 nulti-hom ng approach

Mobility
Use the I Pv6 Mobility approach

New Prot ocol El enment
Insert a new elenment in the protocol stack that manages a
persistent identity for the session

Modi fy a Protocol El enent
Modi fy the transport or | P protocol stack elenment in the host
in order to support dynam c changes to the forwardi ng | ocator

Modi fied Site-Exit Router/Local Host interaction
Modify the site-exit router and |ocal forwarding systemto
al I ow vari ous behavi ours including source-based forwarding,
site-exit hand-offs, and address rewiting by site-exit routers

These approaches will be described in detail in the follow ng
sections.

5.1. Milti-Hom ng: Routing

The approach used in IPv4 for nulti-hom ng support is to preserve the
semantics of the I Pv4 address as both an endpoint identifier and a
forwarding |locator. For this to work in a nmulti-hom ng context, it
is necessary for the transit ISPs to announce the local site's
address prefix as a distinct routing entry in the inter-domain
routing system This approach could be used in an |IPv6 context, and,
as with IPv4, no nodifications to the IPv6 architecture are required
to support this approach.

The local site’'s address prefix may be a nore specific address prefix
drawn fromthe address space advertised by one of the transit
providers, or fromsonme third-party provider not currently connected
directly to the local site. Alternatively, the address space may be
a distinct address bl ock obtained by direct assignment froma

Regi onal Internet Registry as Provider |ndependent space. Each host
within the local site is uniquely addressed fromthe site’ s address
prefix.

Al'l transit providers for the site accept a prefix advertisenent from
the nulti-honmed site and advertise this prefix globally in the
inter-domain routing table. Wen connectivity between the |local site
and an individual transit provider is |lost, nornmal operation of the
routing protocol will ensure that the routing advertisement
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corresponding to this particular path will be withdrawn fromthe
routing system those renote domains that had selected this path as
the best available will select another candidate path as the best
path. Upon restoration of the path, the path is re-advertised in the
inter-domain routing system Renote donmains will undertake a further
sel ection of the best path based on this re-advertised reachability
information. Neither the [ocal nor the renote host need to have

mul tipl e addresses or to undertake any form of address sel ection.

The path chosen for forward and reverse direction path flows is a
deci sion made by the routing system

Thi s approach generally neets all the goals for nulti-honing
approaches with one notabl e exception: scaleability. Each site that
multi-hones in this fashion adds a further entry in the gl oba
inter-donmain routing table. Wthin the constraints of current
routing and forwardi ng technologies, it is not clearly evident that
this approach can scale to enconpass a popul ation of nmulti-homed
sites of the order of, for exanple, 10**7 such sites. The
inplication here is that this would add a sim|ar nunber of unique
prefixes into the inter-domain routing environnent, which in turn
woul d add to the storage and conputational |oad inposed on
inter-domain routing elements within the network. This scale of
additional load is not supportable within the current capabilities of
the I Pv4 global Internet, nor is it clear at present that the routing
capabilities of the entire network could be expanded to nanage this
load in a cost-effective fashion, within the bounds of the current

i nter-donmain routing protocol architecture.

One ot her goal, transport-layer surviveability, is potentially at
risk in this approach. Dynam c changes within the network trigger
the routing systemto converge to a new stable distributed forwardi ng
state. This process of convergence within the distributed routing
system may include the network generating unstable transient
forwarding paths, as well as taking an indetermnate tine to
conplete. This in termmy trigger upper-Ilevel protocol tineouts and
possi bl e session resets.

5.2. Milti-Homing: Mbility

Preserving established comunications through novenent is simlar to
preserving established communi cations through outages in nulti-honed
sites as both scenarios require the capability of dynam cally
changing the | ocators used during the conmuni cation while

mai nt ai ni ng, unchanged, the endpoint identifier used by Upper Layer
Protocol (ULP). Since MPv6 protocol [RFC3775] already provides the
requi red support to preserve established comuni cations through
movenent, it seens worthwhile to explore whether it could also be
used to provide session survivability in nmulti-homed environnents.
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M Pv6 uses a preferred I P address, the Home Address (HoA), as a
stable identifier for the nobile node (MN). This identifier is then
dynamically nmapped to a valid | ocator (Care-of Address, or CoA) that
corresponds to the current attachnent point within the network

topol ogy. Wen the MN is at the Hone Network, the HoA is used both
as locator and as identifier. Wen the MNis not at the Home

Net work, the HoA is used as an identifier, and the CoA is used as

|l ocator. A relaying agent (Home Agent) placed in the Home Network is
used to forward packets addressed to the HoA to the current |ocation,
specified by the CoA. After each novenent, the MN nust informits
Hone Agent of the new CoA and optionally informthose entities with
which it has established comuni cations (Correspondent Nodes, or
CNs). The mappi ng between the HoA and the current CoA is conveyed
usi ng Bi ndi ng Update (BU) nessages.

When t he BU nessage i s exchanged between the MN and t he Hone Agent,
it is possible to assunme the existence of a pre-established Security
Associ ati on that can be used to protect the binding information
However, when the BU nessage is exchanged between the MN and the CN
it is not possible to assune the existence of such a Security
Association. In this case, it is necessary to adopt an alternative
mechanismto protect the binding infornmation contained in the
nmessage. The sel ected nmechanismis called the Return Routeability
procedure, and the background for its design is detailed in [rosec].
The goal of the mechanismis to allowthe CNto verify that the M
that is claimng that an HoOA is currently located at a CoAis
entitled to nake such claim this essentially neans that the HoA was
assigned to the MN, and that the MNis currently |located at the CoA
In order to verify these updates, the CN sends two different secrets,
one to the clainmed HoA and another one to the clainmed CoA. |If the MN
receives both secrets, this nmeans that the Home Agent |ocated at the
Hone Network has a trust relationship with the M\, that it has
forwarded the secret sent to the HoA, and that the MN is receiving
packets sent to the CoA By including authorisation information
derived fromboth secrets within the BU nessage, the MN will be able
to prove to the CN that the clained binding between the HoA and the
CoA is valid.

The lifetinme of the binding that is created in the CN using

aut horisation information obtained through the Return Routeability
procedure is limted to 7 mnutes, in order to prevent tine-shifted
attacks [rosec]. In atinme-shifted attack, an attacker |ocated al ong
the path between the CN and the MN forges the Return Routeability
packet exchange. The result of such an attack is that the CN will
forward all the traffic addressed to the HoA to the CoA sel ected by
the attacker. The attacker can then | eave the position along the
path, but the effects of the attack will remain until the binding is
deleted, shifting in time the effect of the attack. By limting the
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lifetime of the binding in the CN, the effect of this attack is
reduced to 7 minutes, because after that period a new Return

Rout eability procedure is needed to extend the binding lifetinme. It
shoul d be noted that the Return Routeability procedure is vul nerable
to "man-in-the-mddle" attacks, since an attacker |ocated along the
path between the CN and the MN can forge the periodic Return

Rout eabi | ity packet exchange.

The possible application of the MPv6 protocol to the multi-honing
probl em woul d be to use BU nessages to convey information in advance
about alternative addresses that could be used follow ng an outage in
the path associated with the currently used address.

In this scenario, the nulti-honed host adopts the MN role and the
host outside the multi-honed site adopts the CN role. Wen a
comuni cation is established between the nulti-homed host and the
external host, the address used for initiating the communi cation is
used as an HoA. The conmunication continues using this address as

|l ong as no outage occurs. |If an outage occurs and the HoA becones
unreachabl e, an alternative address of the multi-honmed node is used
as a CoA. In this case, the nulti-honed node sends a BU nessage to

the external host, infornming it about the new CoA to be used for the
HoA, so that the established comunicati on can be preserved using the
alternative address. However, such a BU nessage has to be validated
usi ng aut horisation information obtained through the Return

Rout eability procedure, which inplies that the binding lifetime wll
be limted to a fixed period of no nore than 7 nminutes. The result
is that the binding between the HoA and the new CoA will expire after

this interval has el apsed, and then the HoA will be used for the
comuni cation. Since the HoA is unreachabl e because of the outage,
the comuni cation will be interrupted. It should be noted that it is

not possible to acquire new authorisation informati on by performng a
new Return Routeability procedure, because it requires conmunication
t hrough the HoA, which is no |onger reachable. Consequently, a
mechani sm based on the M Pv6 BU nessages to convey information about
alternative addresses will preserve comunications only for 7

m nut es.

The aspect of M Pv6 that appears to present issues in the context of
multi-honming is the Return Routeability procedure. In M Pv6,
identity validity is periodically tested by return routeability of
the identity address. This regular use of a distinguished |ocator as
the identity token cannot support return reachability in the

mul ti-hom ng context, in the event of extended failure of the path
that is associated with the identity |ocator
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5.3. Milti-homing: Identity Considerations

The intent of multi-homng in the IPv6 domain is to achi eve an
outcone that is conparable to that of nulti-honmed | Pv4 sites using
routing to support multi-hom ng, wthout an associ ated additi onal

| oad being inposed on the IPv6 routing system The overall intent of
IPv6 is to provide a scal able protocol framework to support the

depl oynment of conmuni cations services for an extended period of tine,
and this inplies that the scaling properties of the depl oynent
environnent renain tractable within projections of size of deploynent
and underlying technol ogy capabilities. Wthin the inter-domin
routi ng space, the basic approach used in IPv4 and IPv6 is to attenpt
to align address deploynment with network topol ogy, so that address
aggregation can be used to create a structured hierarchy of the
routi ng space.

Wthin this constraint of topol ogical -based address depl oynent and
provi der - aggr egat eabl e addressing architectures, the |local site that
is connected to nultiple providers is del egated addresses from each
of these providers’ address blocks. 1In the exanple network in

Figure 1, the local multi-honmed host will conceivably be addressed in
two ways: one using transit provider A s address prefix and the other
using transit provider B s address prefix.

If renmote host Ris to initiate a conmunication with the |oca

mul ti-honed host, it would normally query the DNS for an address for
the local host. In this context, the DNS would return two addresses.
one using the A prefix and the other using the B prefix. The renote
host woul d sel ect one of these addresses and send a packet to this
destination address. This would direct the packet to the |ocal host
al ong a path through A or B, depending on the selected address. |If
the path between the local site and the transit provider fails, then
the address prefix announced by the transit provider to the
inter-domain routing systemw |l continue to be the provider’s
address prefix. The renote host will not see any change in routing,
yet packets sent to the local host will now fail to be delivered.
The question posed by the multi-homng problemis: "If the renote
host is aware of nulti-hom ng, how could it switch over to using the
equi val ent address for the local nulti-homed host that transits the
ot her provider?"

If the local multi-honmed host wishes to initiate a session with
renote host R, it needs to send a packet to Rwith a valid source and
destination address. Wile the destination address is that of R

what source address should the | ocal host use? There are two

inplications for this choice. Firstly, the renote host will, by
default use this source address as the destination address in its
response, and hence this choice of source address will direct the
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reverse path fromR to the local host. Secondly, ISPs A and B may be
usi ng sone form of reverse unicast address filtering on source
addresses of packets passed to the ISP, as a neans of preventing
source address spoofing. This inplies that if the multi-honed
address selects a source address from address prefix A, and the | ocal
routing to R selects a best path via ISP B, then ISP B s ingress
filters will discard the packet.

Wthin this addressing structure there is no form of routing-based
repair of certain network failures. |If the Iink between the | ocal
site and ISP A fails, there is no change in the route adverti senents
made by ISP Ato its external routing peers. Even though the

mul ti-honed site continues to be reachable via | SP B, packets
directed to the site using ISP A's prefix will be discarded by ISP A,
as the destination is unreachable. The inplication here is that, if
the | ocal host wishes to maintain a session across such events, it
needs to comunicate to renpte host Rthat it is possible to switch
to a destination address for the nulti-honed host that is based on

| SP B's address prefix. 1In the event that the |ocal host wi shes to
initiate a session at this point, then it nay need to use an initial
source |ocator that reflects the situation that the only viable
destination address to use is the one that is based on ISP B's
address prefix. It may be the case that the local host is not aware
of this return routeability constraint, or it nmay not be able to
comuni cate this information directly to R, in which case R needs to
di scover or be passed this information in other ways.

In an aggregated routing environnent, nultiple transit paths to a
host inply multiple address prefixes for the host, where each
possible transit path is identified by an address for the host. The
inmplication of this constraint on nulti-homng is that paths being
passed to the local nulti-honed site via transit provider ISP A nust
use a forwardi ng-Ievel destination |IP address drawmn fromISP A's
adverti sed address prefix set that naps to the multi-homed host.
Equal | y, packets being passed via the transit of ISP B nust use a
destination address drawn from|SP B' s address prefix set. The
further inplication here is that path selection (ISP Avs. ISP B
transit for inconming packets) is an outcone of the process of

sel ecting an address for the destination host.

The architectural consideration here is that, in the conventional IP
protocol architecture, the assunption is nmade that the
transport-layer endpoint identity is the sane identity used by the

i nternet forwarding |ayer, nanely the |IP address.

If multiple forwarding paths are to be supported for a single

transport session and if path selection is to be decoupled fromthe
functions of transport session initiation and nmai ntenance, then the
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corollary in architectural terns appears to be that sone changes are
required in the protocol architecture to decouple the concepts of
identification of the endpoint and identification of the |ocation and
associ ated path selection for the endpoint. This is a fundanenta
change in the semantics of an IP address in the context of the role
of the endpoint address within the end-to-end architectural nodel
[e2e]. This change in the protocol architecture would pernit a
transport session to use an invariant endpoint identity value to
initiate and maintain a session, while allow ng the forwarding | ayer
to dynanically change paths and associ ated endpoi nt | ocator
identities without inpacting on the operation of the session. Such a
decoupling of the concepts of identities and |ocators would not add
any increnental load to the inter-domain routing system

Sone generic approaches to this formof separation of endpoint
identity and | ocator value are described in the follow ng sections.

5.4. Milti-hom ng: ldentity Protocol El enment

One approach to this objective is to add a new el enent into the nodel
of the protocol stack.

The presentation to the upper-1|evel protocol stack el ement (ULP)
woul d be endpoint identifiers to uniquely identify both the |ocal
stack and the renote stack. This will provide the ULP with stable
identifiers for the duration of the ULP session

The presentation to the |ower-level protocol stack el ement (LLP)
woul d be of the formof a locator. This inplies that the protoco
stack el ement woul d need to maintain a mapping of endpoint identifier
values to locator values. In a nulti-hom ng context, one of the
essential characteristics of this mapping is that it needs to be
dynamic, in that environnental triggers should be able to trigger a
change in mappings. This in turn would correspond to a change in the
pat hs (forward and/or reverse) used by the endpoints to traverse the
network. In this way, the ULP session is defined by a peering of
endpoint identifiers that remain constant throughout the lifetine of
the ULP session, while the |locators may change to nmintain end-to-end
reachability for the session

The operation of the new protocol stack el enent (terned here the
"endpoint identity protocol stack elenent”, or EIP) will establish a
synchroni sed state with its renote counterpart. This will allow the
stack el enments to exchange a set of |ocators that may be used within
the context of the session. A change in the |ocal binding between
the current endpoint identity value and a |l ocator will change the
source | ocator value used in the forwarding-|evel packet header. The
actions of the renote EIP upon receipt of this packet with the new
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|l ocator is to recognise this |ocator as part of an existing session
and, upon sone trigger condition, to change its session view of the
mappi ng of the renpte endpoint identity to the correspondi ng | ocator
and use this |locator as the destination |ocator in subsequent packets
passed to the LLP

From t he perspective of the IP protocol architecture, there are two
possi bl e | ocations to insert the EIP into the protocol stack.

One possible location is at the upper |evel of the transport
protocol. Here the application programinterface (APlI) of the
application-level protocols would interface to the EIP el enent, and
use endpoint identifiers to refer to the renote entity. The EIP
woul d pass locators to the APl of the transport |ayer.

The second approach is to insert the EIP between the transport and

i nternet protocol stack elenents, so that the transport |ayer would
function using endpoint identifiers and maintain a transport session
usi ng these endpoint identifiers. The IP or internetwork |ayer would
function using locators, and the mapping from endpoint identifier to
| ocator is undertaken within the EIP stack el enent.

5.5. Muilti-honm ng: Mdified Protocol Elenent

As an alternative to insertion of a new protocol stack elenent into
the protocol architecture, an existing protocol stack elenment could
be nodified to include the functionality performed by the EIP

el enent. This nodification could be undertaken within the transport
protocol stack element or within the internet protocol stack el enent.
The functional outconme fromthese nodifications would be to create a
mechani smto support the use of nmultiple |locators within the context
of singl e-endpoi nt -t o-singl e-endpoi nt conmuni cati on.

Wthin the transport layer, this functionality could be achieved, for
exanpl e, by binding a set of locators to a single session and then
conmuni cating this |locator set to the renote transport entity. This
woul d allow the |l ocal transport entity to switch the mapping to a
different | ocator for either the local endpoint or the renpte
endpoint, while maintaining the integrity of the ULP session.

Wthin the IP level, this functionality could be supported by a form
of dynamic rewiting of the packet header as it is processed by the
protocol elenent. Inconing packets with the source and destination

| ocators in the packet header are nmapped to packets with the
equi val ent endpoint identifiers in both fields, and the reverse
mappi ng is performed to outgoing packets passed fromthe transport

| ayer. Mechanisns that support direct rewiting of the packet header
are potential candidates in this approach. Oher potential
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candi dates are various fornms of packet header transformations using
encapsul ati on, where the original endpoint identifier packet header
is preserved in the packet and an outer-|evel |ocator packet header
is wapped around the packet as it is passed through the internet
protocol stack el enent.

There are common issues in all these scenarios: what state is kept,
which part of the protocol stack keeps this state, how state is
mai nt ai ned with additions and renoval s of |ocator bindings, and

whet her only one piece of code is aware of the endpoint/locator split
or do multiple protocol elenments have to be nodified? For exanple,
if the functionality is added at the internetworking (IP) |ayer,
there is no context of an active transport session, so that renoval
of identity/locator state information for term nated sessions needs
to be triggered by sonme additional mechanismfromthe transport |ayer
to the internetworking |ayer.

5.6. Mdified Site-Exit and Host Behaviors

The above approaches all assunme that the hosts are explicitly aware
of the multi-homed environment and use nodified protocol behaviour to
support multi-honming functionality. A further approach to this
objective is to split this functionality across a nunber of network
el enents and potentially perform packet header rewiting froma
persistent endpoint identity value to a |ocator value at a renote
poi nt .

One possi bl e approach uses site-exit routers to perform sonme form of
packet header mani pul ati on as packets are passed fromthe | ocal
multi-honed site to a particular transit provider. The local site
routing systemw || select the best path to a destination host based
on the renmote host’'s locator value. The local host will wite its
endpoint identity as the source address of the packet. Wen the
packet reaches a site-exit router, the site-exit router will rewite
the source field of the packet to a correspondi ng | ocator that

sel ects a reverse path through the sane transit |SP when the | ocator
is used as a destination |ocator by the renpte host. |In order to
preserve session integrity, a corresponding reverse transformation
must be undertaken on incomi ng packets: the destination |ocator has
to be mapped back to the host’'s endpoint identifier. There are a
nunber of considerations whether this is best performed at the
site-exit router when the packet is passed into the site, or by the
| ocal host.

Packet header rewiting by renpote network el enents has a | arge nunber
of associated security considerations. Any packet rewiting
mechani sm has to provide proper protection against the attacks
described in [threats], in particular against redirection attacks.
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An alternative for packet header rewiting at the site-exit point is
for the host to undertake the endpoint-to-Ilocator mapping, using one
of the approaches outlined above. The consideration here is that
there is a significant depl oynment of unicast reverse-path filtering
in Internet environnments as a counter-neasure to source address
spoofing. Using the exanple in Figure 1, if a host selects a |ocator
drawn fromthe | SP B address prefix and | ocal routing directs that
packet to site-exit router A, then a packet passed to ISP A woul d be
di scarded by such filters. Various approaches have been proposed to
nodi fy the behaviour of the site forwarding environnent, all with the
end effect that packets using a source |ocator drawn fromthe ISP B
address prefix are passed to site-exit router B. These approaches

i nclude fornms of source address routing and site-exit router

hand- over nechani snms, as well as augnentation of the routing

i nformati on between site-exit routers and |ocal nmulti-homed hosts, so
that the choice of locator by the local host for the renpte host is
consistent with the current local routing state for the local site to
reach the renote host.

6. Approaches to Endpoint ldentity

Both the approach of the addition of an identity protocol elenent and
t he approach of nodification of an existing protocol elenent assune
sone form of exchange of information that allows both parties to the
conmuni cation to be aware of the other party’ s endpoint identity and
the associated mapping to |locators. There are a nunber of possible
approaches for inplenenting this information exchange.

The first such possible approach, terned here a "conventional "
approach, encapsul ates the protocol data unit (PDU) passed fromthe
ULP with additional data elenments that specifically refer to the
function of the EIP. The conpound data elenent is passed to the LLP
as its PDU. The correspondi ng actions on receipt of a PDU froma LLP
is to extract the fields of the data unit that correspond to the EIP
function, and pass the remainder of the PDU to the ULP. The EIP
operates in an "in-band" nbde, comunicating with its renote peer
entity through additional information wapped around the ULP PDU.
This is equivalent to generic tunnelling approaches where the outer
encapsul ati on of the transmtted packet contains |ocation address

i nformation, while the next-level packet header contains information
that is to be exposed and used at the |ocation endpoints and, in this
case, is identity information

Anot her approach is to allow the EIP to conmuni cate using a separate
comuni cati ons channel, where an ElI P generates dedi cated nessages
that are directed to its peer EIP, and it passes these PDUs to the
LLP i ndependently of the PDUs that are passed to the EIP fromthe
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ULP. This allows an EIP to exchange i nformation and synchroni se
state with the remote EIP senmi -independently of the ULP protoco
exchange. As one part of the EIP function is to transformthe ULP
PDU to include locator information, there is an associ at ed

requi rement to ensure that the EIP peering state remmi ns synchroni sed
to the exchange of ULP PDUs, so that the renote EIP can correctly
recogni se the | ocator-to-endpoi nt mappi ng for each active session

Anot her potential approach here is to allow the endpoint-to-I|ocator
mappi ngs to be held by a third party. This nodel is already used for
supporting the name-to-1P address mappi ngs performed by the Domain
Nane System (DNS), where the mapping is obtained by reference to a
third party, nanely, a DNS resolver. A similar formof third-party
mappi ng between endpoints and a | ocator set could be supported
through the use of the DNS or a simlar third party referenti al
mechani sm Rather than have each party exchange endpoint-to-I| ocator
mappi ngs, this approach would obtain this napping as a result of a

| ookup for a DNS Endpoi nt-to-Locator set map contained as DNS
Resource Records, for exanple.

6.1. Endpoint ldentity Structure

The previous section has used the term "endpoint identity" without
exam ning what formthis identity may take. A number of salient
consi derations regarding the structure and formof this identity
shoul d be enunerated within an architectural overview of this space.

One possible formof an identity is the use of identity tokens |lifted
fromthe underlying protocol’s "address space". |In other words an
endpoint identity is a special case instance of an |Pv6 protocol
address. There are a nunber of advantages in using this form of
endpoint identity, since the suite of IP protocols and associ at ed
applications already mani pul ates | P addresses. The essenti al
difference in a donain that distinguishes between endpoint identity
and locator is that the endpoint identity parts of the protocol would
operate on those addresses that assune the role of endpoint
identities, and the endpoint identity/locator nmapping function would
undertake a mapping froman endpoint "address" to a set of potential

| ocator "addresses”. It would also undertake a reverse mapping from
a locator "address" to the distingui shed endpoint identifier
"address". The I P address space is hierarchically structured,

permitting a suitably efficient mapping to be performed in both
directions. The underlying semantics of addresses in the context of
public networking includes the necessary considerations of gl oba

uni queness of endpoint identity token val ues.
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It is possible to take this approach further and all ow the endpoi nt
identifier to also be a valid locator. This would inply the

exi stence of a "distinguished" or "hone" |ocator, and other |ocators
could be dynamically mapped to this initial |ocator peering as

requi red. The drawback of this approach is that the endpoint
identifier is now based on one of the transit provider’s address
prefixes, and a change of transit provider would necessarily require
a change of endpoint identifier values within the nulti-honed site.

An alternative approach for address-formatted identifiers is to use
di stingui shed identity address values that are not part of the gl obal
uni cast | ocator space, allow ng applications and protocol elenents to
di sti ngui sh between endpoint identity values and | ocators based on
address prefix val ue.

It is also possible to allow the endpoint identity and | ocator spaces
to overlap, and to distinguish between the two real ms by the context
of usage rather than by a prefix conparison. However, this reuse of
the locator token space for identity tokens has the potential to
create the anonal ous situation where a particular |ocator value is
used as an identity value by a different endpoint. It is not clear
that the identity and | ocator contexts can be clearly di sanbi guat ed
in every case, which is a major drawback to this particul ar approach

If identity values are to be drawn fromthe protocol’s address space,
it woul d appear that the basic choice is to either draw these
identity values froma different part of the address space or to use
a di stinguished or honme address as both a |ocator and an identity.
This latter option, that of using a |ocator as the basis of an
endpoint identity on a |l ocator, when coupled with a provider-
aggregated address distribution architecture, leads to a nulti-honed
site using a provider-based address prefix as a comon identity
prefix. As with |ocator addresses in the context of a single-homed
network, a change of provider connectivity inplies a consequent
renunbering of identity across the multi-homed site. |f avoiding
such forced renunbering is a goal here, there would be a preference
in drawing identity tokens froma pool that is not aligned with
network topology. This may point to a preference fromthis sector
for using identity token values that are not drawn fromthe | ocator
addr ess space.

It is also feasible to use the fully qualified domain nane (FQDN) as
an endpoint identity, undertaking a sinilar nmapping as descri bed
above, using the FQDN as the | ookup "key". The inplication is that
there is no default "address" associated with the endpoint
identifier, as the FQDN can be used in the context of session
establ i shment and a DNS query can be used to establish a set of
initial locators. O course, it is also the case that there nay not
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necessarily be a unique endpoint associated with a FQDN, and in such
cases, if there were multiple |locator addresses associated with the
FCQDN via DNS RRs, shifting between locators may inply directing the
packet to a different endpoint where there is no know edge of the
active session on the original endpoint.

The syntactic properties of these two different identity real ns have
obvi ous considerations in terns of the manner in which these
identities may be used within PDUs.

It is also an option to consider a new structured identity space that
is neither generated through the reuse of |Pv6 address val ues nor
drawn fromthe FQDN. G ven that the address space would need to be
structured to pernmit its use as a | ookup key to obtain the
correspondi ng | ocator set, the obvious question is what additional or
altered characteristics would be used in such an endpoint identity
space that would distinguish it fromeither of the above approaches?

I nstead of structured tokens that double as | ookup keys to obtain
mappi ngs from endpoint identities to locator sets, the alternative is
to use an unstructured token space, where individual token values are
drawn opportunistically for use within a nulti-homed session context.
| f such unstructured tokens are used in a limted context, then the
semantics of the endpoint identity are subtly changed. The endpoi nt
identity is not a persistent alias or reference to the identity of
the endpoint, but it is a nmeans to allow the identity protoco

elenment to confirmthat two locators are part of the same mapped

| ocator set for a renote endpoint. 1In this context, the unstructured
opportuni stic endpoint identifier values are used in determning

| ocat or equival ence rather than in sone form of |ookup function

6.2. Persistent, Opportunistic, and Epheneral ldentities

The considerations in the previous section highlight one of the major
aspects of variance in the nmethod of supporting a split between
identity and | ocation infornmation.

One formuses a persistent identity field, by which it is inferred
that the sane identity value is used in all contexts in which this
formof identity is required, in support of concurrent sessions as
wel | as sequential sessions. This formof identity is intended to
remai n constant over tine and over changes in the underlying
connectivity. It nay also be the case that this identity is
conpletely distinct fromnetwork topol ogy, so that the sanme identity
is used irrespective of the current connectivity and | ocator
addressing used by the site and the host. |In this case, the identity
is persistent, and the identity value can be used as a reference to
the endpoint stack. This supports nulti-party referrals, where, if
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parties A and B establish a comunication, B can pass A's identity to
athird party C, who can then use this identity value to be the
active party in establishing conmunication to A

If persistent identifiers are to be used to initiate a session, then
the identity is used as a | ookup key to establish a set of l|locators
that are associated with the identified endpoint. It is desirable
that this |ookup function be determnistic, reliable, robust,
efficient, and trustable. The inplication of this is that such
identities must be uniquely assigned, and experience in identity
systens points to a strong preference for a structured identity token
space that has an internal hierarchy of token conponents. These
identity properties have significant commonality with those of

uni cast addresses and domai n nanes. The further inplication here is
that persistent structured identities also rely on the adoption of
wel | -ordered distribution and managenent nechani sns to preserve their
integrity and utility. Such nechanisnms generally inply a significant
overhead in ternms of adm nistrative tasks.

As noted in the previous section, an alternative formof identity is
an unstructured identity space, where specific values are drawn from
the space opportunistically. In this case, the uniqueness of any
particular identity value is not ensured. The use of such identities
as a |l ookup key to establish locators is also altered, as the
unstructured nature of the space has inplications relating to the
efficiency of the | ookup, and the authenticity of the |ookup is
weakened due to the inability to assure uni queness of the identity
key value. A conservative approach to unstructured identities limts
their scope of utility, such as per-session identity keys. 1In this
scenari o, the scope of the selected identity is linited to the
parties that are conmmunicating, and the scope is linmted to the
duration of the comunication session. The inplication of this
l[imtation is that the identity is a session-level binding point to
allow nmultiple locators to be bound to the session, and the identity
cannot be used as a reference to an endpoi nt beyond the context of
the session. Such opportunistic identities with explicitly limted
scope do not require the adoption of any well-ordered nechani sns of
token distribution and nmanagenent.

Anot her formof identity is an epheneral form where a session
identity is a shared state between the endpoints, established w thout
t he exchange of particul ar token values that take the role of
identity keys. This could take the formof a defined |ocator set or
the formof a session key derived fromsone set of shared attributes
of the session, for exanple. |In this situation, there is no form of
reference to or use of an identifier as a neans of initiating a
session. The epheneral identity value has a very linited role in
terms of allowing each end to reliably determ ne the semantic
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equi val ence of a set of locators within the context of menbership of
a particul ar session.

The latter two fornms of identity represent an approach to identity
that ninimses managenent overhead and provi des nmechani sns that are
limted in scope to supporting session integrity. This inplies that
support for identity functions in other contexts and at other |evels
of the protocol stack, such as within referrals, within an
application’s data payload, or as a key to initiate a conmuni cation
session with a renote endpoint, would need to be supported by sone
other identity function. Such per-session |limted scope identities
inply that the associated multi-honi ng approaches nust use existing
nmechani sns for session startup, and the adoption of a session-based
identity and associated locator switch agility beconmes a negoti ated
sessi on capability.

On the other hand, the use of a persistent identity as a session
initiation key inplies that identity is part of the established
session state, and locator agility can be an associated attribute of
the session rather than a subsequent negotiated capability. 1In a
het er ogeneous environment where such identity capability is not

uni formy depl oyed, this would inply that if a session cannot be
established with a split identity/locator binding, the application
shoul d be able to back off to a conventional session startup by
mappi ng the identity to a specific locator value and initiating a
session using such a value. The reason why the application may want
to be aware of this distinction is that if the application w shes to
use self-referential mechanisnms within the application payload, it
woul d appear to be appropriate to use an identity-based self-
reference only in the context of a session where the renpte party was
aware of the semantic properties of this referential tag.

In terms of functionality and semantics, opportunistic identities
forma superset of epheneral identities, although their

i npl enentation is significantly different. Persistent identities
support a superset of the functionality of opportunistic identities,
and again the inplenmentations will differ.

In the context of support for nulti-hom ng configurations, use of
epheneral identities in the context of |ocator equival ence appears to
represent a viable approach that allows a negotiated use of multiple
| ocators within the context of comrunication between a pair of hosts
in most contexts of multi-homng. However, epheneral identities
offer little nore in terns of functionality. They cannot be used in
referential contexts, cannot be used to initiate conmunications,
provide |inited neans of support for various forns of mobility, and

i npose some constraints on the class of nulti-honed scenarios that
can be supported. Ephemeral identities are generated in the context

Hust on | nf or mat i onal [ Page 22]



RFC 4177 Multi 6 Architecture Sept ember 2005

6.

6.

3.

3.

of an established communi cation state, and the inplication in terns
of multi-homng is that the two end points need to have discovered
t hrough exi sting nmechanisns a viable pair of locators prior to
generating an epheneral identity binding. The inplication is that
there is sone formof static "honme" for the end points that is

di scovered by conventional referential |ookup.

The use of a persistent identity space that supports dynanmic
transl ati on between an equival ent set of |ocators and one or nore
equi val ent identity values offers the potential for greater
flexibility in applications. Depending on how the mappi ng between
identities and | ocators is nanaged, this may extend beyond

mul ti-hom ng configuration to various contexts of nonmadi sm and
mobility as well as service-specific functions. However, it remains
an open question as to the nature of secure mappi ng nechani sns t hat
woul d be needed in the nore general context of identity-to-I|ocator
mappi ng, and it is also an open gquestion as to how the mappi ng
function would relate to viable endpoi nt-to-endpoint connectivity.
It is a compbn aspect of identity realns that the nost critical
aspect of the realmis the nature of the resolution of the identity
into some other attribute space.

It appears reasonable to observe that, within certain constraints,
mul ti-honmi ng does not generically require the overhead of a fully

di stinct persistent identity space and the associated identity
resolution functionality, and, if the nature of the nulti-hom ng
space in this context is to use a token to allow efficient detection
of | ocator equival ence for session surviveability, then epheneral
identities appear to be an adequate nechani sm

Common | ssues for Milti-Hom ng Approaches

The above overvi ew enconpasses a very w de range of potenti al
approaches to nulti-hom ng, and each particul ar approach necessarily
has an associ ated set of considerations regarding its applicability.

There is, however, a set of considerations that appear to be common
across all approaches. They are examined in further detail in this
secti on.

1. Triggering Locator Sw tches

Utimtely, regardless of the nmethod of generation, a packet
generated froma local nmulti-honmed host to a renpte host nust carry a
source |locator when it is passed into the transit network. 1In a

mul ti-honed situation, the local multi-homed host has a nunber of
self-referential locators that are equivalent aliases in al nbst every
respect. The difference between |locators is the inference that, at
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the renote end, the choice of |ocator may determ ne the path used to
send a packet back to the local multi-homed host. The issue here is:
how does the | ocal host make a selection of the "best" source |ocator
to use? Cbviously, an objective is to select a | ocator that
represents a currently viable path fromthe renote host to the |oca
mul ti-honed host. Local routing information for the nulti-homed host
does not include this reverse path information. Equally, the |ocal
host does not necessarily know any additional policy constraints that
apply to the renote host and that may result in a renote host’s
preference to use one |ocator over another for the | ocal host.

Consi derations of unicast reverse-path forwarding filters also
indicate that the selection of a source |locator should result in the
packet being passed to a site-exit router that is connected to the
associated ISP transit provider, and that the site-exit router passes
the packet to the associated | SP

If the local nulti-homed host is comunicating with a renote

mul ti-honed host, the local host may have sone discretion in the

choi ce of a destination locator. The considerations relating to the
sel ection of a destination l|ocator include considerations of [|ocal
routing state (to ensure that the chosen destination |ocator reflects
a viable path to the renpte endpoint) and policy constraints that may
determ ne a "best" path to the renote endpoint. It nmay al so be the
case that the source address selection should be considered in
relation to the destination |ocator selection

Anot her common issue is the point when a | ocator is not considered to
be viable and the consequences to the transport session state.

o Transport Layer Triggers

A change in state for a currently-used path to another path could
be triggered by indications of packet |oss along the current path
by transport-level signalling or by transport session tinmeouts,
assumi ng an internal signalling mechani sm between the transport
stack el enent and the | ocator pool nanagenent stack el ement.

o |CW Triggers

Path failure within the network may generate an | CVP Desti nation
Unr eachabl e packet being directed back to the sender. Rather than
sending this signal to the transport |evel as an indicator of
session failure, the IP layer should redirect the notification
identity nodule as a trigger for a locator switch
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o Routing Triggers

Alternatively, in the absence of |ocal transport triggers, the
site-exit router could conmmunicate failure of the outbound
forwarding path in the case that the renote host is multi-homed
with an associated | ocator set. Conventional routing would be

i ncapabl e of detecting a failure in the inbound forwarding path,
so there are sone limtations in the approach of using routing
triggers to change | ocator bindings.

0 Heartbeat Triggers

An alternative to these approaches is the use of a session
heartbeat protocol, where failure of the heartbeat would cause the
session to seek a new | ocator binding that would reestablish the
heart beat .

o Link Layer Triggers

Where supported, link layer triggers could be used as a direct and
i medi ate signal of link availability, where a "Link Down"

i ndication indicates the unavailability of a particular link
[iab-l1ink]. The limtation of this approach is that a |ink |evel
indication is not a network broadcast event, and only the link's

i mredi at el y-connected devices receive the link transition signal
Wi le this approach may be relevant to the degenerate case of a
nmul ti-honed site conposed of a single host, in the case of a

nmul ti-host site the link indication would need to be used by the
site-exit router to generate one of the above indications for the
host to be triggered for a |locator change. 1In this case this is a
conventional formof router detection of link status.

The sensitivity of the locator switch trigger is a consideration
here. A very fine-grained sensitivity of the locator switch trigger
may generate false triggers arising fromshort-termtransient path
congestion, while coarse-grained triggers nmay inpose an undue
performance penalty on the session due to an extended tinme to detect
a path failure. The objectives for sensitivity to triggers may be
very different depending on the transport session being used. There
is no doubt that any session would need a trigger to re-honme if its
path to the locator fails, but for sonme transports, noving, and
triggering transport-rel ated changes, may be far |ess desirable than
reducing the sensitivity of the trigger and waiting to see if the
triggering stimnmulus achieves a threshold |evel.

This problemis only partly solved by nodels with an interna

signal li ng mechani sm between the transport stack el ement and the
| ocat or pool managenent stack el enent, because of non-failure
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triggers comng fromother stacks, and because of transport issues
such as use of resource reservation. As an exanple, consider the
case of a session with reservations established by RSVP or NSIS, when
a routing change has just caused adaptive updates to the reservation
state in a nunber of elenents along its path. The transport protocol
using the path is likely to see sone delays or tinmeouts, and its
reaction to these events nay be a trigger for a |ocator change, which
is likely to mean another reservation update. This chaining of
reservation updates may represent a high overhead. The inplication
here is that individual transport protocols nay have to tune any
feedback they give as a |ocator change trigger, so that they don't
respond to certain fornms of transient routing change del ays (not
knowi ng their cause) with a |locator change trigger. It should also
be noted that different transport protocols have rather different
behavi ors and hooks for managenent.

6.3.2. Locator Sel ection

The selection of a locator to use for the renpte end i s obviously
constrained by the current state of the topol ogy of the network, and
the primary objective of the selection process is to choose a viable
| ocator that allows the packet to reach the intended destination
point. The selection of a source |ocator can be considered as an

i ndication of preference to the renote end of a preferred locator to
use for the local end. However, where there are two or nore viable
| ocators that could be used, the selection of a particular |ocator
may be influenced by a set of additional considerations.

The selection of a particular locator froma viable | ocator set
inplies a selection of one particular network path in preference to
ot her viable paths. An inplication of this host-based | ocator

sel ection process is that path selection and, by inference, traffic
engi neering functions are not constrained to a network-based
operation of path nmanipul ation through adjustnment of forwarding state
within network elements. There is a consequent interaction between
the | ocator selection process and traffic engineering functions. The
use of an address selection policy table, as described in RFC 3484

[ RFC3484], is relevant to the selection process.

The el enent that perfornms the |ocator selection, either as a protocol
element within the host or as a selection undertaken at a site-exit
router, also determines traffic policy, so the choice of using renote
packet |ocator rewiting or host based | ocator selection shifts the
policy capability fromone elenment to the other.

If hosts performthis policy determ nation, then a nore fine-grained

out cone may be achievable, particularly if the anticipated traffic
characteristics of the application can be signalled to the | ocator
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sel ection process. A further consideration appears to be that hosts
may require additional information if they are to nmake | ocator
address sel ection decisions based on sone formof netric of relative
| oad currently being inposed on sel ect conponents of a nunber of
end-to-end network paths. These considerations raise the broader

i ssue of traffic engineering being a network function entirely

i ndependent of host function or an outcone of host interaction with
t he networKk.

In the latter case, there is also the considerati on of whether the
host is to interact with the network, and, if so, howthis
interaction is to be signalled to hosts.

6.3.3. Layering ldentity

The consideration of triggering |locator switch highlights the
observation that differing informati on and context are present in
each | ayer of the protocol stack. This inpacts on how
identity/locator bindings are established, maintai ned, and expired.

These inpacts include questions of what anobunt of state is kept, by
whi ch el enent of the protocol stack, and at what |evel of context
(dynamc or fixed, and per session or per host). It also includes
consi derations of state maintenance, such as how stale or superfluous
state information is detected and renoved. Does only one piece of
code have to be aware of this identity/locator binding, or do

mul tiple transport protocols have to be altered to support this
functionality? If so, are such changes commobn across all transport
protocols, or do different protocols require different considerations
intheir treatnent of this functionality?

It is noted that the approaches considered here include proposals to
place this functionality within the IP layer, with the end-to-end
transport protocol |ayer and as a shim between the IP and transport
protocol |ayers.

Placing this identity functionality at the transport protocol |ayer
inplies that the identity function can be tightly associated with a
transport session. |In this approach, session startup can trigger the
identity/locator initial binding actions and transport protocol

ti meouts can be used as triggers for locator switch actions. Session
ternmination can trigger expiration of local identity/locator binding
state. Were per-session opportunistic identity token values are
bei ng used, the identity information can be held within the overal
session state. In the case of persistent identity token val ues, the
i npl erentation of the identity can al so choose to use per-session
state, or it may choose to pool this information across nultiple
sessions in order to reduce overheads of dynam c di scovery of
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identity/locator bindings for renpte identities in the case of
multiple sessions to the sanme renote endpoint.

One of the potential drawbacks of placing this functionality within
the transport protocol layer is that it is possible that each
transport protocol will require a distinct inplenentation of identity
functionality. This is a considerable constraint in the case of UDP
where the UDP transport protocol has no inherent notion of a session
state.

An alternative approach is to use a distinct protocol elenment placed
between the transport and internet |ayers of the protocol stack. The
advantage of this approach is that it would offer a consistent
mappi ng between identities and locators for all fornms of transport
protocols. However this protocol elenent would not be explicitly
aware of sessions and would either have to discover the appropriate
identity/locator mapping for all identity-addressed packets passed
fromthe transport protocol later, irrespective of whether such a
mappi ng exi sts and whether this is part of a session context, or have
an additional nechanismof signalling to deternine when such a
mappi ng is to be discovered and applied. At this level, there is

al so no explicit know edge of when identity/l ocator napping state is
no longer required, as there is no explicit signalling of when al
flows to and froma particul ar destination have stopped and resources
consuned in supporting state can be released. Al so, such a protoco
el enent woul d not be aware of transport-Ilevel tineouts, so that

addi tional functionality would need to be added to the transport
protocol to trigger a locator switch at the identity protocol |evel
Support of per-session opportunistic identity structure is nore
challenging in this environnent, as the transport protocol |ayer is
used to store and mani pul ate per-session state. |In constructing an
identity elenent at this |evel of the protocol stack, it would appear
necessary to ensure that an adequate anpunt of information is being
passed between the transport protocol, internet protocol, and
identity protocol elenments, to ensure that the identity protoco

el enent is not forced into nmaking possibly inaccurate assunptions
about the current state of active sessions or end-to-end network

pat hs.

It is also possible to enbed this identity function within the
i nternet protocol |ayer of the protocol stack. As noted in the
previ ous section, per-session information is not readily available to
the identity nodule, so that opportunistic per-session identity

val ues woul d be challenging to support in this approach. It is also
chal l enging to determ ne when identity/locator state information
shoul d be set up and released. It would al so appear necessary to

signal transport-level tineouts to the identity nodule as a | ocator
switch trigger. Sone attention needs to be given in this case to
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synchroni sing | ocator switches and | P packet fragnmentation

Consi deration of I PSec is also necessary in this case, in order to
avoi d maki ng changes to the address field in the | P packet header
that trigger a condition at the renote end where the packet is not
recogni sable in the correct context.

6.3.4. Session Startup and Mi ntenance

The next issue is the difference between the initial session startup
node of operation and the mai ntenance of the session state.

In a split endpoint identifier/locator environment, there needs to be
at least one initial locator associated with an endpoint identifier
in order to establish an initial connection between the two hosts.
This | ocator could be Ioaded into the DNS in a conventional fashion,
or, if the endpoint identifier is a distinguished address val ue, the
initial conmunication could be established using the endpoint
identifier in the role of a locator (i.e., using this as a

conventi onal address).

The initial actions in establishing a session would be simlar. |If
the session is based on specification of a FQDN, the FQDN is first
mapped to an endpoint identity value, and this endpoint identity
val ue could then be nmapped to a locator set. The locators in this
set are then candidate | ocators for use in establishing an initial
synchroni sed state between the two hosts. Once the state is
established, it is possible to update the initial l|ocator set with
the current set of useable locators. This update could be part of
the initial synchronisation actions, or deferred until required.

This leads to the concept of a "distinguished" |ocator that acts as
the endpoint identifier, and a pool of alternative |ocators that are
associated with this "hone" locator. This association may be
statically defined, using referential pointers in a third-party
referral structure (such as the DNS), or dynamically added to the
session through the actions of the EIP, or both.

| f opportunistic identities are used where the identity is not a

fi xed discoverabl e value but one that is generated in the context of
a session, then additional actions nust be performed at session
startup. In this case, there is still the need for defined | ocators
that are used to establish a session, but then an additional step is
required to generate session keys and exchange these values in order
to support the identity equival ence of nultiple Iocators within the
ensui ng session. This may take the formof a capability exchange and
an addi tional handshake and associ ated token val ue exchange wi thin
the transport protocol if an in-band approach is being used, or it
may take the formof a distinct protocol exchange at the | evel of the
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identity protocol elenment, performed out-of-band fromthe transport
sessi on.

Sone approaches are capable of a further distinction, nanely, that of
initial session establishnent and that of establishnent of additional
shared state within the session to allow nultiple |ocators to be
treated as being bound to a conmon endpoint identity. It is not
strictly necessary that such additional actions be perfornmed at
session startup, but it appears that such actions need to be
performed prior to any loss of end-to-end connectivity on the
selected initial locator, so that any delay in this additional state
exchange does increase the risk of session disruption due to
connectivity changes.

This raises a further question of whether the identity/locator split
is a capability negotiation perforned per session or per renote end,
or whether the use of a distinguished identity value by the upper

| evel application to identify the renpte end triggers the

identity/l ocator mapping functionality further down in the protocol
stack at the transport |evel, without any further capability
negotiation within the session

Wthin the steps related to session startup, there is also the

consi deration that the passive end of the connection follows a
process where it may need to verify the proposed new address
contained in the source address of incom ng packets before using it
as a destination address for outgoing packets. It is not necessarily
the case that the sender’s choice of source address reflects a valid
path fromthe receiver back to the source. Wile using this offered
address appears to offer a | ow overhead response to connection
attenpts, if this response fails the receiver nay need to discover
the full locator set of the renpte end through sone | ocator discovery
nmechani sm to establish whether there is a viable |locator that can
use a forwarding path that reaches the renote end.

Alternatively, the passive end would use the initially offered

|l ocator and, if this is successful, leave it to the identity nodul es
in each stack to exchange information to establish the current

conpl ete | ocator set for each end. This approach inplies that the
active end of a conmunication needs to cycle through all of its
associ ated | ocators as source addresses until it receives a response
or exhausts its locator set. |If the other end is also nmulti-honed
(and therefore has nmultiple locators), then the active end nay need
to cycle through all possible destination |ocators for each source
locator. Wile this nmay extend the tine to confirmthat no path
exists to the renote end, it has the potential to inprove the
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characteristics of the initial exchange agai nst deni al -of -service
attacks that could force the renote end to engage in a high volunme of
spurious | ocator |ookups.

6.3.5. Dynamc Capability Negotiation

The comon aspect of these approaches is that they all involve
changes to the end-to-end interaction, as both ends of the

conmuni cation need to be aware of this separation. The inplication
is that this formof support for nmulti-homng is relatively sweeping
inits scope, as the necessary changes to support nulti-hom ng extend
beyond changes to the hosts and/or routers within the multi-homed
site and enconpass changes to the I Pv6 protocol itself. It would be
prudent when consi dering these changes to eval uate associ ated
nmechani sns that allow the comuni cati ng endpoints to di scover each
other’s capabilities and only enable this formof split
identity/locator functionality when it is established that both ends
can support it.

It is a corollary of this formof negotiated capability that it is
not strictly necessary that only one formof functionality can be
negotiated in this way. |If the adoption of a particular endpoint

i dentity/locator mapping schene is the outcone of a negotiation

bet ween the endpoints, then it would be possible to negotiate to use
one of a nunber of possible approaches. There is sone interaction
bet ween t he approach used and the form of endpoint identity, and sone
care needs to be taken that any form of acceptabl e outcone of the
endpoint identity capability negotiation is one that allows the
upper-1level application to continue to operate.

6.3.6. ldentity Uniqueness and Stability

When considering the properties of long-lived identities, it is
reasonable to assune that the identity assignation is not necessarily
one that is permanent and unchangeable. |In the case of structured
identity spaces, the identity value reflects a distribution

hi erarchy. There are a nunber of circunmstances where a change of
identity value is appropriate. For exanple, if an endpoint device is
noved across administrative realnms of this distribution hierarchy it
is likely that the endpoint’s identity value will be reassigned to
reflect the newrealm It is also reasonable to assune that an
endpoi nt may have nore than one identity at any point in time. RFC
3014 [ RFC3041] provides a rationale for such a use of nultiple
identities.

If an endpoint’s identity can change over tine and if an endpoint can

be identified by nore than one identity at any single point in tine,
then sone further characteristics of endpoint identifiers should be
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defined. These relate to the constancy of an endpoint identity

wi thin an application, and the question of whether a transport
session relies on a single endpoint identity value, and, if so,

whet her an endpoint identity can be changed within a transport

sessi on, and under what conditions the old identity can continue to
be used followi ng any such change. |If the endpoint identity is a
long-lived reference to a renote endpoint, and if nmultiple identities
can exist for a single unique endpoint, then the question arises as
to whether applications can conpare identities for equival ence, and
whether it is necessary for applications to recognise the condition
where different identities refer to the same endpoint. These
identities may be used within applications on a single host, or they
may be identifies within applications on different hosts.

7. Functional Deconposition of Milti-Honi ng Approaches

The followi ng sections provide a franework for the characterisation
of multi-hom ng approaches through a deconposition of the functions
associ ated with session establishnent, maintenance, and conpletion in
the context of a nulti-homed environnent.

7.1. Establishing Session State

What form of token is passed to the transport |ayer fromthe
upper -1l evel protocol elenment as an identification of the I|ocal
protocol stack?

What form of token is passed to the transport |layer fromthe
upper-1level protocol elenment as an identification of the renote
session target?

What form of token is used by the upper-1level protocol elenent as a
self-identification nechanismfor use within the application payl oad?

Does the identity protocol element need to create a mapping fromthe
upper-1level protocol’s local and renpte identity tokens into an
identity token that identifies the session? |If so, then is this
transl ati on perforned before or after the initial session packet
exchange handshake?

How does the session initiator establish that the renote end of the
sessi on can support the nmulti-homng capabilities in its protocol
stack? |If the rempte end cannot, does the multi-hom ng capable
protocol elenent report a session establishnment failure to the
upper-1level protocol or silently fall back to a non-multi-homed
prot ocol operation?
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How do the endpoints di scover the |ocator set avail able for each
ot her endpoint (locator discovery)?

What nechani sns are used to performlocator selection at each end,
for the local selection of source and destination | ocators?

What form of nechanismis used to ensure that the selected site exit
path matches the sel ected packet source |ocator?

7.2. Re-homing Triggers

What are common denomi nator goals of re-homing triggers? What are
the objectives that triggers conservatively should neet across al
types of sessions?

Are there transport session-specific triggers? |f so, then what
state changes within the network path should be triggers for al
transport sessions, and what state changes are triggers only for
sel ected transport sessions?

What triggers are used to identify that a switch of locators is
desirabl e?

Are the triggers based on the end-to-end transport session and/or on
notification of state changes within the network path fromthe
net wor k?

What triggers can be used to indicate the direction of the failed
path in order to trigger the appropriate |locator repair function?

7.3. Re-homing Locator Pair Selection

What paraneters are used to deternmine the selection of a locator to
use to reference the | ocal endpoint?

If the renpte endpoint is nmulti-homed, what paranmeters are used to
determ ne the selection of a |ocator to use to reference the renote
endpoi nt ?

Must a change of an egress site-exit router be acconpanied by a
change in source and/or destination |ocators?

How can new | ocators be added to the |ocator pool of an existing
sessi on?
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7.4. Locator Change
What are the preconditions that are necessary for a | ocator change?
How can the | ocator change be confirmed by both ends?

What interactions are necessary for synchronisation of |ocator change
and transport session behaviour?

7.5. Renoval of Session State

How is identity/locator binding state renpbval synchronised with
sessi on cl osure?

What binding information is cached for possible future use?
8. Security Considerations
There are a significant nunmber of security considerations that result
fromthe action of distinguishing within the protocol suite endpoint
identity and | ocator identity.
It is not proposed to enunerate these considerations in detail within
this docunent, but to reference a distinct docunent that describes
the security considerations of this domain [threats].
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